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1Introduction

1.1 Clinical Decision Making

The process of clinical decision making is based on available information and data about patient
information, pathological conditions and clinical knowledge [34]. The amount and complexity
of information required to support clinical decisions is increasing as healthcare continues to
evolve and becomes more evidence based and personalised [152]. Clinical decision making is
a multi faceted process that involves various stages such as collecting and processing informa-
tion, evaluating evidence, and applying relevant knowledge to determine the most appropriate
interventions that ensure high quality care and minimise the risk of patient harm [63]. Decision
making approaches can vary from quick, intuitive, or heuristic to well thought out, analytical,
or evidence based [34].

An overview of the general clinical decision making process is adapted from Shortli� e and
Barnett [125] and is shown in Figure 1.1. Following the initial consultation with a patient, an
initial diagnostic hypothesis is formulated. Based on that hypothesis several tests are performed
to re� ne the hypotheses. After these tests, the physician determines the most probable diagnosis.
A treatment strategy is then devised, taking into account the individual pro� le of the patient.
The e� ectiveness of the treatment dictates the next steps. If the treatment was ine� ective, the
re� nement of the diagnostic hypothesis is revisited and the treatment is adjusted accordingly.
However, if the treatment is successful, no further intervention is required.

There are several challenges associated with clinical decision making, including the over-
whelming volume of clinical knowledge that continues to expand, limitations in the availability
and comprehensiveness of data, and the complexity of care and treatment options [34]. The
course of a disease depends on many individual factors, such as genetic predisposition, lifestyle,
gender, and age. Advances in molecular biology makes it possible to acquire a variety of data
based on genetic disposition and biological processes in the body of a individual person [85].
Personalised medicine uses this information to detect diseases earlier and provide more e� ec-
tive treatment options [152]. This creates a new dimension in disease diagnosis and treatment
that requires physicians to have a deep understanding and good judgement to adapt generalised
treatment plans for each patient [134].

With the increasing complexity of clinical decisions and due to advances in research and the
ever more individualised consideration of patients [104], clinical decision support systems (CDSS)
are becoming more and more essential, as a single person can no longer cover the multitude
of complex interrelationships [33]. The purpose of a CDSS is to enhance clinical decision
making by providing speci� c clinical knowledge, patient information, and other relevant health
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Figure 1.1: Overview of the clinical decision making process

information, with the aim of improving healthcare delivery [130]. CDSS include a variety of tools
to improve decision making in the clinical work� ow, such as alerts, clinical guidelines, patient
data, diagnostic support and reference information [33].

CDSS have been used since the early 1970s [130]. Some of the earliest examples of CDSS
were MYCIN [126], a rule based system for diagnosing bacterial infections and recommending
antibiotics; INTERNIST-I [97], a system for di� erential diagnosis of internal medicine prob-
lems; and HELP [76], a hospital information system that integrated clinical and administrative
functions with decision support features. These early systems demonstrated the feasibility and
potential of CDSS, but also faced many challenges such as system integration, limited user ac-
ceptance, ethical and legal issues, and lack of evidence for e� ectiveness [130]. In the 1980s and
1990s, CDSS evolved alongside the development of new technologies and methodologies, such
as expert systems, arti� cial neural networks, Bayesian networks, natural language processing,
and evidence based medicine [87]. Some of the notable CDSS of this era were DXplain [8], a
system that generates ranked di� erential diagnoses based on clinical� ndings, Quick Medical
Reference [96], a successor of INTERNIST-I that incorporates probabilistic reasoning and a large
knowledge base, and Arden Syntax, a standard language for representing and sharing medical
knowledge in the form of clinical rules. These systems improved the performance and usability
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of CDSS, but also highlighted the limitations and di� culties of maintaining and updating large
scale knowledge bases [130].

Starting from the early 2000s, CDSS became more widespread and integrated with elec-
tronic health records (EHRs). The adoption of EHRs with advanced capabilities facilitated the
implementation and dissemination of CDSS in various clinical settings and domains [12]. Some
of the current applications of CDSS today include drug dosing support (e.g. STRIP assistant [95]),
drug-drug interaction checking [56], preventive care reminders [25], diagnostic decision support
(e.g. UpToDate [65]) and personalised medicine support (e.g. Watson for Oncology [137]) and
several (other) commercial applications. These systems leverage the availability and interoper-
ability of clinical data and knowledge sources, supported through the advances in data mining,
machine learning, and arti� cial intelligence techniques [49].

Although these systems have the potential to improve clinical practice, there are some chal-
lenges. The quality of input data is critical to the accuracy of the results generated by a CDSS.
Faulty or incomplete input data can lead to incorrect diagnoses or treatment recommenda-
tions [130]. In addition, physicians require clinical decision support systems to be both e� cient
and time saving. The system should be easy to use to support the physician's work� ow and save
their time. Physicians need accurate and reliable information to support their clinical decision
making [102]. It is important that relevant clinical data is presented to the physician without
unnecessary distractions or competition for attention, such as including events from the patient's
pediatric years that may not be relevant to the current situation [52]. Furthermore, fragmented
work� ows can lead to increased cognitive e� ort which leaves more time required to complete
tasks and less time with patients [130]. CDSS should be able to adapt to the speci� c needs of the
individual patient and collect and analyse information about the patient to make individualised
recommendations based on the patient's speci� c needs [102].

Another obstacle for CDSS is interpretability. The decisions made by a CDSS should
be understandable to physicians. It is essential that the system can explain the reasons for
its decisions in order to increase user con� dence in its recommendations [63]. This aspect
has similarities with research done in explainable arti� cial intelligence (XAI) [2]. Although
arti� cial intelligence (AI) is not not a necessary component in all CDSS, it is a possible� eld of
application for AI. Whether or not AI components are incorporated, accurate interpretation and
understandabily of the presented results are essential for successful implementation of CDSS.

1.2 Explainable Arti � cial Intelligence

Explainable arti� cial intelligence refers to the ability of AI systems to make their decisions and
actions understandable. This is especially important when AI systems are used in sensitive
areas such as healthcare [2]. This is an aspect that is crucial for CDSS as well. With the General
Data Protection Regulation in place stating that everyone has the right to know how their
data is processed, explainable arti� cial intelligence is getting more important. The European
Commission for arti� cial intelligence published ethics guidelines to gain trustworthiness [38].
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However, these guidelines are formulated in imprecise language and lack explicit and clearly
de� ned rights and guarantees [29]. This leaves the question open to interpretation what a well
explained algorithm is, and how to implement these guidelines.

It is not surprising that the development of well explained AI algorithms, or XAI methods,
is closely linked to the development of AI methods. Already in the 1950s, the beginning of
AI research, there were approaches using symbolic logic, which o� ered some explanatory sen-
tences [41]. These systems used problem-solving algorithms that operated on data represented in
the given formal language [120]. McCarthy described such an AI system in 1958 which explained
the system's behaviour by design and could be understood by users [91].

With the increasing popularity of machine learning in the 1980s, the paradigm of AI re-
search changed [81]. Instead of programming rules and facts, AI systems started to be developed
by learning from data and adapting on their own. This led to major advances in areas such as
image recognition and language processing [124]. However, this was accompanied by a loss of
explainability. AI systems became so-called black boxes whose inner workings were no longer
comprehensible [117]. This led to new challenges and risks for the application of AI systems. How
to ensure that AI systems are fair, trustworthy, and accountable? How to detect and correct er-
rors or biases? How to inform and empower users of AI systems? These questions motivated
the development of XAI as a distinct research area [53].

XAI aims to develop methods and tools that improve or enable the explainability of AI
systems. There are di� erent approaches and dimensions of XAI, one of them is the division into
post and ante-hoc [128] algorithms. The goal of ante-hoc algorithms is to create models that are
self explanatory, their application therefore depends on the selected AI model and the underlying
data. Post-hoc algorithms are applied after the model has been trained. Ante-hoc algorithms are
incorporated into the model design and training process [5]. Post-hoc algorithms are divided into
model-speci� c and model-agnostic techniques [134]. Model-speci� c techniques use the internal
structure of the given algorithm, whilst model-agnostic techniques can be applied to any type of
model. Post-hoc techniques can be further divided into global [149] and local [129] algorithms.
Global techniques describe the overall behaviour of the model, while local techniques focus on
a single prediction [128].

The dimensions of XAI also depend on the context and the addressee of the explanation.
Depending on the objective, di� erent aspects of the explanation may be important. For example:
cause-and-e� ect relationships (Why?), alternatives (What if?), generalisability (What else?), or
reliability (How sure?). Depending on the addressee, di� erent formats of explanation may be
appropriate such as visual (graphics), verbal (text), or interactive (dialogue). XAI is a dynamic
and interdisciplinary� eld of research. As AI continues to progress, XAI re� ects the challenges
of AI research.
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1.3 Bayesian Networks in Healthcare

Bayesian networks (BNs) are named after the 18th century English mathematician and theologian
Thomas Bayes. Bayes theorem found their� rst application in healthcare in the 1950s, when
the � rst attempts were made to support diagnoses based on probabilities. Ledley and Lusted
published a paper on the application of Bayes theorem in radiology in 1959 [83]. Their system
made it possible to estimate the probability of a disease from X-ray images. In the 1980s, with
the introduction of Bayesian networks and the advancements of technology, larger probabilistic
models could be handled. One example is the expert system Quick Medical Reference [96].
Quick Medical Reference provided doctors with a di� erential diagnostic list with probabilities
and covered over 600 diseases and 4000 symptoms.

At present, BNs are used in healthcare for diagnosis, prognosis and decision support. When
used in diagnosis, BNs can be utilised to calculate the likelihood of a disease based on symptoms
and related factors [16]. For instance, a BN can estimate the probability of breast cancer based
on risk factors such as age or the family history [74]. BNs can be used for prognosis as well,
to estimate how likely a certain event is to occur. One option is to estimate the probability
of survival or relapse after a speci� c cancer treatment, considering the individual patient [60].
Furthermore, BNs can be used to support decision support by comparing the expected outcome
of di� erent alternative courses of actions [77]. A BN can recommend the optimal therapy, for
a patient with a particular disease, by estimating the likely e� ectiveness of each therapeutic
alternative [101]. Bayesian networks are a type of graphical probabilistic model that can be used
to represent complex problems with causal dependencies and uncertainty, which is a common
issue in healthcare. They are increasingly recognised as powerful tools in risk analysis and
decision support for real world problems, including healthcare [78].

In clinical decision making, there are often many potential symptoms, diagnostic tests,
diseases, and treatment options to consider, and combining all available evidence can be chal-
lenging [34]. BNs can support physicians to make sense of all this information by incorporating
di� erent sources of information, including data and expert judgement, into a single graphical
structure [16]. BNs can deal with missing data by making estimates of the missing values based
on the available data and existing knowledge about the relationships between the variables [69].
Moreover, BNs can be used to model interventions and reason both diagnostically and prognos-
tically. This means that they can help physicians not only identify the problem but also suggest
potential solutions and predict the likely outcomes of di� erent treatment options [78].

Overall, while BNs have the potential to signi� cantly bene� t healthcare, more research is
needed to understand how they can be e� ectively integrated into clinical practice [93]. Research
proposed for use in healthcare has been examined by Kyrimi et al. [78]. The review indicates that
BNs in healthcare are not being utilised to their maximum capacity, the methodology behind
learned BNs is often not well de� ned.
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1.4 Thesis Outline

One of the main challenges in medical decision making is to deal with uncertainty and com-
plexity. BNs are a powerful tool for modeling probabilistic relationships among variables and
reasoning under uncertainty. However, BNs can be di� cult to interpret for non-expert users
such as physicians, especially when they contain many variables. We have therefore focused on
the following research question:

R How can Bayesian networks be utilised to extract valuable insights that aid physicians in
making informed decisions?

From this primary question, we derived three further subquestions:

R1 How can Bayesian networks be utilised for survival analysis?
This is addressed in Chapter 3.

R2 How can explanations be generated from Bayesian networks using argumentation theory?
This is addressed in Chapters 4 and 5.

R3 What are important aspects in the explanation of a Bayesian network for the end user?
This is addressed in Chapters 6 and 7.

This thesis provides novel insights on how BNs can be used to get valuable information that
can assist physicians in making informed decisions. This work primarily focuses on user-centric
design, investigating how BNs can be utilised more e� ciently in medicine and developing new
approaches to explain BNs. The research addresses the challenge of making complex BN models
more accessible and understandable to users, thereby enhancing decision-making processes.
The remaining thesis is organised as follows.

1.4.1 Chapter 2

Chapter 2 o� ers a concise introduction to the theoretical background of this thesis. Speci� cally,
it outlines the fundamental concepts of probability theory and Bayesian networks, which are
essential across several chapters.

1.4.2 Chapter 3

In Chapter 3 a method is proposed that combines the Cox Proportional Hazards (CPH) model
and a Bayesian network to predict survival time (time until an event occurs) for patients. Survival
prediction models are widely used in medical statistics and clinical practice, but they often
perform poorly when some predictor variables are missing. However, survival time analysis is
hard to solve with BNs. The proposed approach solves this problem by using a BN to infer the
likely values of missing data and then using a CPH model to estimate the survival function. This
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chapter is built on one conference and one workshop paper that I co-authored and contributed
to. The� rst paper [112] focuses on the method, while the second paper [111] tests its performance
with missing data compared to the Cox proportional hazards model.

1.4.3 Chapter 4

Chapter 4 proposes a method for explaining BNs with Defeasible Logic Programming. The goal
is to explore interactive methods that enable the users to challenge the outcomes of a BN, to
make claims that can be veri� ed or contradicted by logical reasoning. We construct a knowledge
base derived from a BN and demonstrate how it can be used to explain the BN given the user's
claims. Chapter 4 sets the stage for Chapter 5.

1.4.4 Chapter 5

Chapter 5 proposes a method for explaining the most probable explanation (MPE). The MPE
is a useful inference task, which gives the most likely values for all random variables given
the evidence. However, this MPE solution is static and not very informative for (medical)
domain experts. To address this, we enhance Bayesian networks with argumentation theory
based on insights from Chapter 4. We use arguments to produce natural language explanations
of the MPE solution for domain experts. Furthermore, the approach enables users to examine
explanations of di� erent scenarios and understand why other explanations are less likely than
the MPE solution. This chapter is based on a conference paper [18].

1.4.5 Chapter 6

Chapter 6 compares several explanation methods for Bayesian networks based on their user
experience and perceived understandability. The conducted questionnaire focuses on the per-
ceived understanding of the participants regarding the explanation methods. The comparison
is done by conducting interviews, the data analysis is based on qualitative content analysis and
focuses on the factors that in� uenced the participants' con� dence, confusion and insights. This
chapter is based on a workshop paper [20] and on an extended journal version [21].

1.4.6 Chapter 7

Chapter 7 explores the question of what makes a good counterfactual explanation. Counterfac-
tuals are popular in AI for explaining outcomes and can be generated from Bayesian networks,
but we do not know which ones are useful for explaining. Based on psychological� ndings,
we search for counterfactuals that users consider more useful. In addition, a questionnaire is
conducted to determine whether users prefer counterfactuals that change a variable they can act
on, rather than a variable that is directly connected to a target variable. This chapter is based
on a conference contribution [17] and on an extended journal version [19] of the same.
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1.4.7 Chapter 8

Chapter 8 provides a re� ection on the research objectives. It critically evaluates the outcomes,
highlighting the achievements and acknowledging the areas where the intended goals were not
fully realised. Furthermore, this chapter explores potential future research, suggesting how these
objectives could form the basis for further investigation and study.
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This chapter provides a brief overview of the theoretical background. In particular, we describe
the very basics of probability theory and Bayesian networks that are necessary in multiple
chapters. Preliminaries that are more speci� c to some chapters, for example, preliminaries of
survival models and logic programming, are introduced in their respective chapters.

2.1 Probability Theory

The science of probability theory� rst emerged in the mid 18th century through the analysis
of games of chance. Over time, the scope of this� eld has broadened signi� cantly. Today,
probability theory is instrumental in identifying, modeling, and enhancing our understanding
of various uncertain phenomena in the real world [88, Preface]. Probability, in simple terms, is
a measure of how likely an event is to occur. It is quanti� ed as a number derived from a ratio
or proportion of an event to occur and the number of possible outcomes [88].

This section introduces various concepts from probability theory. Prior to de� ning proba-
bilities, de� nitions for the concepts of a random trial, sample space, and event are required.

2.1.1 Random Trial, Sample Space, Event

Suppose we have a trial where the outcome is not predetermined, but the set of potential
outcomes is known. This scenario is de� ned as arandom trial. The collection of all feasible
outcomes is termed thesample space, commonly denoted by
 . For further clari� cation, consider
the following example. In the experiment of� ipping two coins, the sample space, denoted as

 , is de� ned as follows:
 � r� H; H � ; � T; H � ; � H; T � ; � T; T�x , whereH denotesheadsand T
denotestails [88].

Any subset of a sample space, encompassing potential outcomes of a trial, is called an event
E . If E is denoted as `at least one coin lands on heads' in the experiment of� ipping two coins,
the eventE can be expressed as follows:E � r� H; H � ; � T; H � ; � H; T �x . We state that an event
has occurred if any of its outcomes has occurred [88, Chapter 2].

2.1.2 Probability distributions

Probability distributions are real-valued functions de� ned on the sample space. It assigns a real
number, which is a value that can represent a quantity along a continuous line, to each member
of the sample space within the interval� 0; 1� . One method to determine the probability of an
event is through the use of relative frequency. This is de� ned as the probability of the occurrence
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of an eventE , that is equivalent to the proportion of trials in which eventE occurs, denoted
asn� E � , to the total number of trials conducted, denoted asn. This proportion is denoted as
P� E � and shown in Equation 2.1 [88, Chapter 2].

P � E � � lim
n� ™

n� E �
n (2.1)

A limitation of this de� nition is that it requires the conditions of each trial to remain
constant and for the trials to be conducted an in� nite number of times. Given the practical
impossibility of this scenario, the value derived from this de� nition provides an approximation
for the actual quantity ofP� E � . The concept of relative frequency can also be described by
Kolmogorov's three axioms [67]. For any eventE , from the sample space
 , we assume that
P� E � satis� es the following three axioms:

1. Non-negativity : The probability of any event is always non-negative, i.e.,P � E � ' 0.

2. Certainty : The probability of the entire sample space is 1, i.e.,P � 
 � � 1.

3. Additivity : For any sequence of mutually exclusive eventsE1; E2; E3; : : :, the probability
of their union is equal to the sum of their individual probabilities, i.e.,

P �
™

�
i � 1

E i � �
™

=
i � 1

P� E i � (2.2)

2.1.3 Conditional Probability

Conditional probability is a powerful concept that allows us to determine the likelihood of
an event, given that we have some information about the sample space or as we gain more
information over time. It essentially allows us to adjust the probability of an event based
on the occurrence of a related event. This is particularly useful in scenarios where events
are not independent, and the occurrence of one event in� uences the likelihood of others. In
mathematical terms, if we have two eventsA and B from a sample space
 , and we know that
eventB has occurred and ifP � B � %0, the conditional probability ofA givenB is denoted as
P� A¶B � and is de� ned as [66, Chapter 8]:

P � A¶B � �
P � A = B �

P� B �
(2.3)

2.1.4 Probabilistic Independence

Two events,A and B , are independent if the occurrence of one does not alter the probability of
the occurrence of the other event. In other words eventsA and B are independent if:
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P� A = B � � P � A� P� B � (2.4)

Equation 2.4 states that the probability of bothA and B occurring is the product of the proba-
bilities of A and B each occurring independently. If this condition holds true, then we can say
that A and B are independent events. When two events are not independent, we refer to them
as dependent [88].

We say that two events,A and B , are conditionally independent given a third eventC with
P� C� %0, if the occurrence ofA does not change the probability of the occurrence ofB , given
that C has occurred. EventsA and B are conditionally independent givenC if:

P � A = B ¶C� � P � A ¶C� P� B ¶C� (2.5)

Equation 2.5 states that the conditional probability of bothA and B occurring givenC is the
product of the conditional probabilities ofA and B each occurring givenC. If this condition
holds true, then we can say thatA and B are conditionally independent givenC [88, Chapter
3].

2.1.5 Random Variables

Consider a trial where we� ip a fair coin 5 times and want to study the number of heads that
turn up. The sample space
 can be denoted as a set of all possible outcomes of the trial. The
function X can be de� ned as a map from the sample space to a setr0; 1; 2; 3; 4; 5x. Most of
the time, when an experiment is performed, it is more suitable to study a function of the trial's
results rather than to study the trial's results themselves. Arandom variableis a real-valued
function de� ned on the sample space that maps a number to each member of the sample space
X � 
 � R. The probability thatX takes on a particular value is de� ned by:

P� X � i � � P �r ! " 
 x ¶X � ! � � i �

This is convenient to the fact that the functionX can provide a summary of the outcomes
(e.g. `What is the probability that the number of heads is 3') that is relevant to our interests.
Furthermore, the distribution of the function often assumes a simpler or more recognisable form
compared to the distribution of the outcomes [88].

Random variables are classi� ed into three categories based on their range of values: discrete
or continuous. Discrete random variables are characterised by a countable set of values. This
means that the possible outcomes or values they can take are discrete. Continuous random
variables, on the other hand, can take an in� nite number of values within a given range. Their
possible values are uncountable and form a continuum [88].

Similar to the de� nition of probabilities on events, the probability distribution of a random
variableX can be de� ned through the use of relative frequency. This is de� ned as the probability
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of the occurrence of an outcomex, that is equivalent to the proportion of trials in which
outcomex occurs, denoted asn� x� , to the total number of trials conducted, denoted asn. This
proportion is denoted asP� X � x� :

P � X � x� � P �r ! " 
 x ¶X � ! � � x� � =
X � ! � � x

lim
n� ™

n� ! �
n � lim

n� ™

n� x�
n (2.6)

whereX is a random variable representing the outcomes of a random event, andx is a particular
outcome. The functionP� X � x� is the probability distribution ofX , and it describes the
likelihood of X taking on the valuex [88, Chapter 4].

Throughout this thesis, we will use the following notational convenience when dealing with
random variables. If the random variableX is binary, i.e., with possible valuestrueand false,
we will writeP� x� as shorthand forP� X � true� and P�  x� for P� X � false� . For non-binary
variables, we will explicitly denote the value we are referring to.

2.1.6 Joint Probability Distributions

Similar to a probability distribution on a single random variable, a joint probability distribution
de� nes the likelihood of at least two random variablesX and Y occurring together. It assigns a
real number to each pair of possible outcomes� x; y� within the interval � 0; 1� . We can use the
method of relative frequency to determine the joint probability distribution of random variables
X and Y . This is de� ned as the probability of the occurrence of an outcome pair� x; y� , that is
equivalent to the proportion of trials in which outcome pair� x; y� occurs, denoted asn� x; y� ,
to the total number of trials conducted, denoted asn. Again, this proportion is denoted as
P� X � x; Y � y� :

P � X � x; Y � y� � lim
n� ™

n� x; y�
n (2.7)

whereX and Y are random variables representing the outcomes of a random event, and� x; y�
is a particular outcome pair. The functionP� X � x; Y � y� is the joint probability distribution
of X and Y , and it describes the likelihood ofX and Y taking on the valuesx and y [88,
Chapter 8]. Clearly, this de� nition can be extended to an arbitrary number of variables.

Given a joint distribution over a set of variablesP� X 1; : : : ; X n � , we are commonly in-
terested in themarginal distributionP� X i � . This marginal distribution can be computed by
summing out the remaining variables, i.e.,

P � X i � � =
X 1 ;:::;X i � 1 ;X i � 1 ;:::;X n

P� X 1; : : : ; X i � 1; X i ; X i � 1; : : : ; X n �

The joint probability can also be decomposed by means of conditional probabilities. From
the de� nition of a conditional probability it follows that:

P � V1; V2; : : : ; Vn � � P � V1 ¶V2 : : : ; Vn � P � V2 : : : ; Vn �
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which can be performed recursively from the remaining joint distribution which leads to the
so-calledchain rule:

P� V1; V2; : : : ; Vn � �
n

5
i � 1

P� Vi ¶Vi � 1 : : : ; Vn �

2.1.7 Expected Value

In probability theory, the expected value of a random variable is an important concept with
numerous applications in probability theory. For a discrete random variableX , the expected
value, denoted asE � X � , is de� ned as follows:

E� X � � =
x

x � P� X � x� (2.8)

In essence, the expected value represents a form of a weighted average of the possible values
that X can take, where the weight assigned to each value is equal to the probability of the
random variableX in that value. Consider a game where a player can win amounts of1, 2, and
3 potatoes with probabilities of0:2, 0:3, and0:5 respectively [88]. If we denote the player's gain
in this game by the random variableX , the expected value of the player's gain can be calculated
as follows:

E� X � � =
x

x � P� X � x� � 1 � 0:2 � 2 � 0:3 � 3 � 0:5 � 2:3

The expected value of2:3 is simply a weighted average of the possible gains of the person in
each trial. It can be interpreted as the average amount the player wins per game. However, it is
important to note that the expected value of a random variable does not necessarily correspond
to one of the possible outcomes. For instance, in this case, the expected value of2:3 is not one
of the possible gains (1, 2, or 3), but rather a value representing the weighted average of the
possible outcomes, taking into account the probability of each outcome [88, Chapter 5].

2.1.8 Variance

The variance of a random variable, denoted asVar� X � , is equal to the expectation of the
squared distance from its expected value. It quanti� es how much the values of the variable vary
from the mean value. This can be de� ned as follows:

Var� X � � E�� X � E� X �� 2� (2.9)

where E � X � de� nes the expected value of the random variableX , and X � E � X � is the
deviation ofX from its mean. The variance provides valuable information about the variability
of the random variable [88, Chapter 5].
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2.1.9 Bayes' Theorem

We introduced probability theory by referring to it in relation to in� nite random sequences, in
this case the probability is always connected to a speci� c physical process (e.g.� ipping a coin) or
the outcomes it produces. On the other hand, there is the Bayesian interpretation of probability,
which considers probabilities as subjective degrees of beliefs [69]. This idea is a broader take
on probability because it acknowledges that we hold subjective beliefs about a wide range of
topics, many of which are not directly linked to a physical process that could generate an in� nite
sequence of outcomes. Bayes' theorem, named after Thomas Bayes, provides a calculus for
updating our subjective beliefs based on new evidence:

P� A ¶B � �
P � B ¶A� P� A�

P� B �
(2.10)

whereP� A ¶ B � is the posterior probability, or the updated probability of eventA given that
eventB has occurred.P� B ¶ A� is the likelihood of eventB given that eventA has occurred.
P� A� is the prior probability, or the initial degree of belief in eventA andP� B � is the evidence,
or the total probability of eventB [69, Chapter 1]. The theorem describes how to update initial
beliefs (the prior) in light of new data (the likelihood), normalised by the evidence, to arrive at
an updated belief (the posterior).

2.2 Bayesian Networks

In this section, we discuss some of the most important concepts with respect to Bayesian net-
works, in particular with respect to the independences that Bayesian networks represent and
some important queries that are discussed in subsequent chapters.

2.2.1 De� nition

Bayesian networks (BNs) are a type of probabilistic graphical models, which represent the condi-
tional independence structure of a probabilistic model in the form of a parameterised directed
acyclic graph (DAG) [69]. More formally, a Bayesian network is a tuple� G; P � , whereG � � V; E�
is a DAG with verticesV � rV1; : : : ; Vnx and edgesE, andP is a set of conditional probability
distributions P� Vi ¶ pa� Vi �� where pa� Vi � are the parents ofVi in G. The nodes represent
random variables and the directed edges model the absence of probabilistic independences [69,
Chapter 2]. A Bayesian network de� nes a joint probability distribution through the following
factorisation:

P� V � �
n

5
i � 1

P� Vi ¶pa� Vi �� (2.11)
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2.2.2 Causal Bayesian networks

Causal Bayesian networks are Bayesian networks where the arcs can be interpreted as a causal
relationship, i.e., ifC � E is included in the graph, thenC is considered a cause of the e� ect
E . One di� erence with regular Bayesian networks is that a causal Bayesian network de� nes
a probability distribution after intervening on one of the random variables. Nowadays this is
typically de� ned by Pearl's do-calculus [109]. In this formalism, the probability distribution over
a set of variablesV after setting variableX to the valuex can be denoted byP� V ¶do� X � x�� .

Given a causal Bayesian network, this post-intervention probability distribution can be
evaluated by simply removing the local conditional probability distribution of that variable from
the factorisation, i.e., given a causal Bayesian network over variablesV � rV1; : : : ; Vnx, the
interventional distribution is then de� ned by:

P� V1; : : : ; Vi � 1; Vi � 1; : : : ; Vn ¶do� Vi � vi �� � 5
j j i

P� Vj ¶pa� Vj �� (2.12)

2.2.3 D-separation Criterion

The independences between random variables given evidence can be read from the graph struc-
ture of the BNs, by means of a d-separation criterion [108]. Informally, consider for example
the structureV1 � V2 � V3. Without evidence,V1 and V3 are dependent; however, if there
is evidence onV2, then this `blocks' the information betweenV1 and V3 through this path. If
we have a pathV1 � V2 � V3 and V2 is not observed, then the path is blocked as well. In
this latter case, we say thatV2 is a collideron the path, because it has two incoming arcs. An
immoralityis a collider where the parents of the collider are not directly connected.

Formally, two sets of nodesX and Y are d-separatedby a set of nodesZ � X áá Y ¶Z � if
every pathU from X to Y is blocked byZ [69]. A pathU is blocked byZ if and only if either:

1. U contains a chain (Vi � Vm � Vj or Vi � Vm � Vj ) or a forkVi � Vm � Vj such that
the middle nodeVm is in Z , or

2. U contains a colliderVi � Vm � Vj such that the middle nodeVm is not in Z and no
descendant ofVm is in Z .

Generally, this is the case when on the pathU betweenX and Y every colliderC, either C or
a descendent ofC is in Z , and no non-collider onU is in Z [69, Chapter 2].

2.2.4 Markov Blanket

The Markov blanketM of a target variableT contains all the variables necessary to predict the
value ofT. Variables not included in the Markov blanket ofT are conditionally independent of
T, given the variables in the Markov blanket, i.e.T áá V ¯ �r Tx < M � ¶ M , whereV is the set
of all random variables. Therefore variables not included in the Markov blanket of a variable
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T are conditionally independent and therefore dispensable to predict the value ofT given the
Markov blanket [69].

In a Bayesian network, the Markov blanket of a target variable consists of its parents its
children and its children's parents, as shown in Fig. 2.1 and shields it from the rest of the network.
This set of nodes forms a protective `blanket' around the target variable, e� ectively shielding
it from the rest of the network. This property is particularly useful for Bayesian networks,
given that the Markov blanket can signi� cantly reduce the computational complexity of learning
and inference. Learning a Markov blanket selects the most relevant predictor nodes, which is
particularly helpful when there are many variables in a dataset [69, Chapter 2].

Figure 2.1: Markov blanket

2.2.5 Markov Equivalence

Markov equivalence is a term used when two probabilistic graphical models, such as Bayesian
networks, represent the same set of independences over a set of variablesV . This implies that
any probability distribution that can be expressed by one model can also be represented by the
other: for a given set of parameters in one model, a corresponding set of parameters can be
found in a Markov equivalent model, that de� nes the same joint probability distribution. For
example, given two variablesX and Y that are probabilistic dependent, there are two Markov
equivalent Bayesian networks, i.e.,X � Y and Y � X [69].

Markov equivalence is particularly relevant in context of causal models, as it implies that
di� erent causal graphs can represent the same distribution, and can therefore generally not be
distinguished from data alone, except for some special cases (see e.g. [110] for an overview).
However, the interventional distribution between two Markov equivalent models may di� er: e.g.
if X � Y , then X will have an e� ect on Y , whereas in caseY � X , X will not change the
distribution of Y [69, Chapter 8].
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2.2.6 Most Probable Explanation

A typical task for a BN is to compute a maximum a-posteriori (MAP), i.e., argmaxxP� X �
x ¶ e� , with e evidence [69]. In the medical context this can mean deciding which is the most
likely diagnosis given the available evidence: e.g., `diabetes is a-priori unlikely, but may become
almost certain after observing insulin antibodies in the blood'.

The most probable explanation (MPE) is a special case of MAP. The MPE is de� ned as the
most probable instantiation of all nodes which are not observed, instead of choosing one or
a set of variables of interest as in MAP. In other words, the most probable assignment for all
non-evidence nodesV1 � v1; : : : ; Vm � vm is computed by maximisingP� V1 � v1; : : : ; Vm �
vm ¶ e� , wherease is the evidence,V1; : : : ; Vm are the variables not ine and v1; : : : ; vm their
values [69, Chapter 3].
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3Conditional Survival Bayesian Network

Abstract Bayesian networks are attractive for developing prognostic models in medicine, due
to the possibility of modelling the multivariate relationships between variables that come into
play in the care process. In practice, the development of these models is complex because
medical data is often censored, in particular the survival time. Standard survival prediction
models make use of Cox proportional hazards modelling, and are frequently used in medical
statistics and clinical practice. However, such models underperform when the predictor
variables are missing. Bayesian networks are able to infer the probability of missing data. In
this chapter, we propose to directly integrate Cox proportional hazards models as part of a
Bayesian network. Furthermore, we show how such Bayesian network models can be learned
from data, after which these models can be used for probabilistic reasoning about survival.

3.1 Introduction

Survival analysis (time to event analysis) and modelling provide valuable information for clini-
cians. Determining survival accurately is important for patient wellbeing and allows patients to
make better decisions about what treatment is appropriate for them [148]. Survival modelling
enables clinicians to change and devise treatment plans and allows the identi� cation of impor-
tant prognostic indicators which can help to determine which groups of patients are more at
risk [54]. This can help identify new targets for pharmacological, lifestyle, or surgical interven-
tion. Without using survival models clinicians tend to consistently overestimate survival [47], by
as much as5:3 times [27].

Survival modelling is based on using multivariate data to identify predictors in� uencing
survival by looking at how they a� ect the time to an event, i.e., death [28]. Time-to-event
analysis is a powerful technique as it provides details on both event occurrence and time of the
event. This method involves analysing the time from an intervention, such as the initiation of a
therapy, and assessing not only the duration until an outcome or event occurs, but also whether
the event occurs [135].

Bayesian networks (BNs) have been applied to clinical decision making (see e.g. [59]), as they
provide � exible methods for learning and reasoning about data. However, they are not suitable
for dealing with time-to-event curves (e.g. survival) as variables are typically assumed to be
discrete, and learning algorithms are not suited for handling right-censored data, which is the
standard case in survival analysis. In line with [71, 72], we propose a new method for combining
discrete Bayesian networks with a Cox proportional hazard model. The novel technical aspect
of this work is that survival is modelled in continuous rather than discrete time, which we refer

23



3

Conditional Survival Bayesian Network

to as conditional survival Bayesian networks (CSBNs). However, real-world clinical data is often
missing data on key predictive variables. Here, we present a hybrid method that integrates a
Bayesian network and Cox Proportional Hazards (CPH) survival model that we call CSBN and
show that, when presented with incomplete data, it achieves better predictive accuracy than the
CPH model alone.

We evaluate this model on two case studies from the� eld of oncology. The� rst case study
focuses on Glioblastoma Multiforme (GBM), which is the most common malignant brain tumour
in adults. It has a poor prognosis, with a median survival time of 6 months [15], which makes
it a relevant case for developing prognostic models. The second case study focuses on the
prediction of survival across various cancer types based on genetic factors [62]. It has been
shown that various genes are associated with survival, though there is still limited knowledge
about the underlying relationships between these factors and survival.

Providing patients with information on prognosis changes the decisions patients make about
treatments [148]. For example, given the poor prognosis of GBM, and the treatment options
available, there is a clear need for prognostic tools to guide both clinicians and patients in
decision making. Examples of existing prognostic tools in this area include an online calculator
based on a large pooled European trial cohort, the EORTC nomogram [48]. However, this takes
only limited prognostic factors into account, and has been shown to have limited validity in an
unselected population.

This chapter is organised as follows. In Section 3.2 we discuss related work where survival
models are combined with Bayesian networks. We discuss preliminaries concerning survival
analysis in Section 3.3. Section 3.4 introduces the CSBN framework and we discuss learning
and inference with such models. In Section 3.5, we apply our approach to learn a network for
GBM, compare the performance to regular Bayesian networks, and show that the CSBN ap-
proach obtains a signi� cantly lower predictive error than a standard Bayesian network. Then, in
Section 3.6, we apply CSBNs to a larger dataset that contains information about genetic factors
in cancer and compare this to a traditional CPH model, in particular when there is missing
data during prediction. We show that while the CSBN and CPH models perform similarly for
complete data, the CSBN signi� cantly outperforms the CPH model when there is incomplete
data. Finally, in Section 3.7, we discuss the results and conclude.

3.2 Related Work

Dynamic Bayesian networks for modelling prognosis have been proposed in [141]. These networks
are very strong at modelling the care process over time, and eventually the clinical outcome.
However, these models are not suitable for modelling simple time-to-event data, where most of
the data is non-temporal.

A translation of CPH model into a discrete Bayesian network was proposed by Kraisangka
and Druzdzel [71]. Their approach converts every explanatory and survival variable into discrete
random variables in a BN. In addition, a time indexing variable is needed to capture the time
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explicitly. The time indexing node and every explanatory node are then modelled as parents
of the survival node. The conditional probability table for the survival node is populated
subsequently with the probabilities of survival conditional on every combination of values of the
explanatory variables. The resulting BN produces survival probabilities for each index of the
time variable that are identical to those of the CPH model. The main limitation of this approach
is that it requires time to be discretised, which makes reasoning about statistics such as median
survival times inaccurate. Another issue with discrete time is that the number of parameters
is exponential in the number of discrete time points that are chosen, which makes inference
intractable if one would consider a� ne-grained discrete-time solution. Therefore, we would
argue that it is better to keep the continuous-time variable as part of the Bayesian network.

While Kraisangka and Druzdzel are adding every explanatory variable as a parent to the
survival variable causing complexity issues, Verdujin et al. [141] add the parent nodes recursively
using feature subset selection. Their starting point is a graph� lled with nodes representing
the explanatory and outcome (survival) variables but no edges. A feature subset selection is
performed for the outcome variable and a predictive model is built to represent the conditional
probability distribution, using supervised learning algorithms like generalised linear regression
analysis or tree induction. The selected features are added subsequently as parents. This step
is then recursively applied for every new resulting parent, starting with the highest predictive
value, until every explanatory variable is processed. One of the advantages of this approach
is the possibility to represent patient drop-outs. After every event of a patient drop-out it is
possible to de� ne sub-outcomes modelled as parents of the global outcome.

Alternative Bayesian networks for learning from censored time-to-event data have been in-
troduced more recently [7, 144] by using specialised weighing schemes for handling the censored
data. CPH models, however, are known to be competitive if not better [144] for predicting sur-
vival. Jiang et al. [61] designed a Bayesian network algorithm they termed EBMC_S for predicting
survivorship for each year individually. This study found that the EBMC_S algorithm had im-
proved predictability over the CPH model, hence outperforming it. In this chapter, we show
that if the problem domain can be modelled using a CSBN, then standard and well-understood
Bayesian network methods can be applied, and no specialised learning schemes are required.

Marshall et al. [90] took a similar approach to our CSBN methodology by developing a
dynamic Bayesian network with a continuous survival node. However, this approach di� ers
from the CSBN as Marshall et al. [90] did not include any cases with missing data, thus learning
the Bayesian network with fewer cases.

3.3 Preliminaries

In traditional survival analysis, the main aim is to model the survival functionS, i.e.,S� t� �
P � T %t� , with T being a random variable representing the time of death de� ned by a density
function p. A a density function is used to de� ne the distribution of the continuous random
variableT. Equivalently, we can consider a hazard function, which is de� ned as:
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h� t� �
p� t�
S� t�

� �
d
dt

logS� t� (3.1)

which can be thought of as the density of death att given that the patient survived untilt . In
practice, one is usually interested in how the hazard varies in response to some explanatory
variablesX � X 1; : : : ; X n , sometimes also calledpredictor variablesor risk variables.

A popular parameterised model is the CPH model [30], which estimates therelative riskor
hazard ratiohr as a log-linear model:

hr� X � �
h� t ¶X �

h0� t �
� exp

�
�
�

n

=
j � 1

wj X j



�
�

(3.2)

whereh0 is a baseline hazard function andw � rw1; : : : ; wnx a set of weights. Note that this ra-
tio is assumed to be constant for allt, and parametersw are assumed to be independent of cen-
soring time. Various baseline hazards can be used, e.g.h0 can be estimated non-parametrically
using a Kaplan-Meier estimate [57]. Once derived, the conditional survival function can be
obtained:

S� t ¶X � � exp� � E
t

0
hr� X � h0� s� ds� (3.3)

3.4 Conditional Survival Bayesian Networks

Based on the CPH model, we de� ne aconditional survival Bayesian network(CSBN) on an acyclic
directed graphG with nodesV which represent a set of random variables. The set of nodesV
consists of a set of discrete nodesD and (continuous) survival nodesT, such thatT = D � o
and T < D � V . Let pa� Vi � indicate the parents of nodeVi " V in graph G. It is assumed in
CSBNs that for eachVi " V , pa� Vi � N D , i.e., survival nodes do not have any child nodes. This
is a reasonable assumption if the survival node represents the time of death, as in most survival
analysis applications. To each CSBN, we associate a joint density function, which factorises as
follows:

p� V � � 5
D i " D

P� D i ¶pa� D i �� 5
Ti " T

p� Ti ¶pa� Ti �� (3.4)

It can be shown thatp� Ti ¶pa� Ti �� , i.e., the density function ofTi given its parents, can be
derived from the conditional hazard function estimated by CPHM as follows:

p� t i ¶pa� Ti �� � h� t ¶pa� Ti �� exp� � E
t

0
h� s ¶pa� Ti �� ds� : (3.5)
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3.4.1 Learning

It is well-known that when learning from complete data, maximising model selection criteria de-
composes into� nding optimal parent sets of a Bayesian network under an acyclicity constraint.
Therefore, learning of the discrete and survival model can be done separately. We used the R
bnlearn package [122], selecting signi� cant edges from a bootstrapped tabu search, using Akaike
information criterion (AIC) as a model score, to estimate the structure overD . The CPHM,
providing pa� Ti � and P� Ti ¶ pa� Ti �� , was found by a step-wise regression that also optimises
the AIC score. Subsequently, these two distributions are merged according to Equation 3.4
into a CSBN. Assuming we have complete data, such scores decompose to individual random
variables, as the scores are a linear combination of the log-likelihood and a penalty term:

score� B � � =
D i

score� D i ¶pa� D i � =
Ti

score� Ti ¶pa� Ti �� (3.6)

Since the continuous random variablesTi are restricted to being children of the discrete
variables in our approach, the structure of the discrete variables can be estimated separately
and the optimal parent set for eachTi can be searched, e.g. by an exhaustive search on the
set of potential parents. Similarly, if the data does not contain missing data, parameters can be
� tted for each individual separately (see e.g. [103]).

However, real data is commonly incomplete. In that case the score does not decompose,
which means that structure learning is more di� cult. E� ective methods include structuralex-
pectation maximisation(EM) algorithms [43]. In these algorithms, the expected score (e.g. MDL
or AIC) is iteratively improved by computing expected su� cient statistics (in the E-step) and
then learning the structure and parameters that maximise the score given these expectations
(in the M-step), until convergence has been reached. In addition to our approach, we are using
structural EM to learn the structure of the discrete Bayesian network.

3.4.2 Inference

Similar to the learning problem, inference can be performed in a two-step process. Suppose for
simplicity that ¶T¶� 1. Then:

p� t ¶D i � � =
pa� T �

p� t ¶pa� T�� P � pa� T � ¶ D i � (3.7)

whereP� pa� T � ¶ D i � can be computed on a Bayesian network with discrete nodes only and
p� t ¶ pa� T�� is the event rate. Arbitrary other quantities can be computed using Bayes' rule,
e.g.

P� D i ¶T $ t� š P� T $ t ¶D i � P � D i � (3.8)

whereP� T $ t ¶D i � can be computed from the density as given in Equation 3.7.
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3.5 Case study: Glioblastoma Multiforme

In this section, we present a case study for GBM. Our proposed model utilises the Cancer
Genome Atlas (TCGA) dataset which is drawn from a more representative patient population
[46]. In addition, some of the known prognostic factors (e.g. age) are both prognostic in
themselves and are predictors of further treatment (i.e. younger patients are more likely to
receive aggressive treatment). This case study explores the technical aspect of the CSBN that
survival is modelled in continuous rather than discrete time and discusses learning and inference
with such models. Disentangling these direct and indirect e� ects is important, especially for
clinical discussions with patients.

3.5.1 Clinical Background

Glioblastoma (GBM; WHO grade IV glioma) is the most common malignant brain tumour in
adults, with an incidence of 4 per 100 000 population. It is di� cult to treat, with a median
survival of 15 months, with a 5-year survival rate of 6%, even in patients receiving aggressive
multi-modality treatment [15], which lasts 9 months. Given this, making decisions about treat-
ment - which involves balancing side-e� ects and bene� ts - requires an accurate understanding
of prognosis and the factors that in� uence it. There are well-recognised prognostic factors in
patients with GBM. These include age, extent of surgical resection and performance status [106],
and radiotherapy dose delivered, but there is little insight into the relationships between the
various clinical factors that are at play.

The best existing model for predicting survival times in patients with GBM is the EORTC
nomogram [48]. The data underlying this were developed from a phase 3 randomised clinical
trial. There are well-described problems in relying on trial populations to estimate outcomes in
populations treated as part of routine care, and the nomogram is limited by a lack of external
validation; an attempt to test its use in a routine care population found it to not be accurate in
predicting survival [107].

3.5.2 Experimental setup

The TCGA data contains clinical and radiotherapy data on 596 patients with GBM. These data
were merged and we recoded some of the variables (based on clinical input) in order to generate
clinically-relevant categories. Patients who had missing data on any of these items were removed
from the dataset. The combined dataset contained key demographic variables, such as race,
gender and age, data on treatment, such as extent of surgery, radiation dose and fractionation,
and data on survival.

In order to learn a Bayesian network model, we used the decomposition outlined in Sec-
tion 3.4.1. The discrete-network part was learned using the R bnlearn package [122] by selecting
signi� cant edges [123] from a bootstrapped tabu search for the model with the best Akaike
information criterion (AIC) score. The parameters were subsequently� tted with a Bayesian pa-
rameter estimation. The CPHM was found by a step-wise regression that also optimises the AIC

28



3

Case study: Glioblastoma Multiforme

Figure 3.1: Bayesian network structure for glioblastoma multiforme. The red arrows pointing to
the survival node from the predictor variables suggest inferences drawn from the CPH model.
Inferences from the Bayesian network are represented by the black arrows.

score. The� nal CSBN is constructed from these two distributions using Equation 3.6, such that
the predictors from the CPHM model were used as parents of the survival node.

To investigate the quality of predictions of this CSBN, we also constructed a fully discrete
Bayesian network with the same graph structure as the CSBN. In order to learn its parameters,
we took the data from all the uncensored patients and discretised the time of survival (as
Alive/Dead) at 12 months. Finally, we� tted the parameters of the Bayesian network on this
discrete data using the same Bayesian parameter estimation method used for the CSBN.

3.5.3 Result

After preprocessing, the data consisted of 266 patients and 12 variables, from which the Bayesian
network was constructed. The median survival in the total cohort was 373 days, and 61 patients
were still alive at the end of follow-up in the dataset. The resulting network is shown in Figure 3.1.

Inspection of the BN reveals multiple clinically plausible links. Broadly, most of the links in
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Figure 3.2: Di� erence in predictive error between a discrete and survival Bayesian network after
discretisation of the survival variable at 12 months.

the BN are clinically plausible or are well explained by obvious practical factors (e.g. relationship
between started and ended days). Of the four factors that the BN relates to survival, all four are
well recognised in the clinical literature. However, not all of the links are valid. For example, the
BN links Race and the Age of diagnosis, which is likely to be spurious as 89% of the population
were Caucasian.

3.5.4 Evaluation

We compared the survival predictions from the continuous network to those with the discrete
network, using 10-fold cross-validation and measuring the predictive error (de� ned as the ratio of
misclassi� cations to the total number of cases). The predictive error of the CSBN is signi� cantly
lower than the discrete BN (p $ 0:01) (see Figure 3.2).

In order to further validate the model, we explored the four parameters which were iden-
ti� ed by the model as a� ecting survival time; these were Age; Karnofsky Performance Score
(KPS); Method of diagnosis and Radiation dose. Exploring these parameters, it was noted that:
increasing age; lower KPS; excisional biopsy and a lower dose of radiation all conferred a poorer
prognosis. Figure 3.3, shows that increasing age is associated with a worse prognosis. The me-
dian predicted survival times for patients in the$ 50, 50–65, and % 65 groups are 596, 395
and 253 days respectively. Reduced KPS is associated with a worse prognosis. In our model,
we dichotomised KPS as being$ 70 and ' 70; the median survival time was 276 and 373
respectively. Higher doses of radiotherapy were associated with improved survival, with those
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Figure 3.3: Relationships between discrete variables and the survival variables in the Bayesian
network.

having a dose' 60 Gy having a median survival of 418 days vs. 335 days for those receiving
$60 Gy. All three of these are well recognised in the clinical literature [106, 80, 121], and the
e� ect of radiotherapy dose has been demonstrated in randomised trials [14].

Patients who underwent a resection of the tumour had a lower median survival time of 365
days when compared to an excisional biopsy at 440 days. This is in con� ict with the existing
literature. However, there was a confounding e� ect in that patients who underwent tumour
resection were more likely to have a recurrent (rather than initial diagnosis of) GBM, and this
will be associated with a poorer prognosis. However, only 16% of patients underwent resection,
and thus the e� ect was reduced by the relatively small sample size.
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x P� x ¶survival%730� P� x ¶survival& 730� odds ratio
age$ 50 0.56 0.24 4.00

karnofsky_score' 70 0.92 0.73 4.25
race = white 0.86 0.88 0.84

gender = male 0.61 0.61 1.0

Figure 3.4: Odds ratios of characteristics for survivors versus non-survivors. Only the charac-
teristics with the highest posterior probability for survivors are shown.

3.5.5 Exploring the Network

Compared to regression models, one of the advantages of having a prognostic model using
Bayesian networks is that it allows to explore relationships between survival and clinical factors,
e.g., the characterisation of groups of patients by their survival. To illustrate this, we considered
'longer-term' survivors of GBM, which we de� ned as patients who were still alive at 24 months.
By applying Equation 3.8, we considered the characteristics of patients with longer-term survival,
summarised in Figure 3.4. As expected, survivors are typically young, and have a higher KPS,
while race and gender were not characteristic of patients in this group of survivors.

3.6 Case study: Cancer Genetics

In this section, we present another case study of CSBNs on a larger dataset that contains
information about cancer genetics [62]. In this section, we focus on the prediction of survival
when there is missing data. In particular, we aim to answer the question whether the CSBN
model o� ers bene� ts compared to a CPH model in terms of predictive performance when data
is missing.

3.6.1 Clinical Background

The dataset from Kandoth et al. [62] is part of the TCGA. The study presents data from 3,281
tumours across 12 cancer types, analysed to identify somatic mutations. This broad coverage
allows for cross cancer type analyses and comparisons. The data revealed 127 signi� cantly
mutated genes (SMGs), associated with known and emerging cellular processes in cancer. They
identi� ed genes with a signi� cant impact on survival and are key to understanding the genetic
basis of cancer. Overall, these insights provide the foundation for the development of new
diagnostic methods and personalised cancer treatments.

3.6.2 Experimental Setup

The cancer genetics data set from Kandoth et al. [62] contains3134 observations and139
variables. The genetic and randomisation information was removed. Furthermore, observations
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with no last follow up timeor days to deathwere removed from the data. Thenlast follow up time
and days to deathwere merged in one variablesurvival time. The data was split into a training
and a test set with13 variables and1083used to construct the BN and the CPH model, after
data preprocessing.

Estimation of the CSBN model

In order to learn a Bayesian network model with incomplete data, we used the decomposition
outlined in Section 3.4.1. The discrete-network part was learned using the R gRain package by
using expectation-maximisation. The survival node was calculated with Harrell's method [54]
with the predictorsTCGA tumour type, Tumour stage, Somatic mutations, years to birthand Date of
initial pathologic diagnosisand attached to the BN. The resulting network is shown in Figure 3.5.

Evaluation metrics

We used two metrics to predict errors, which are the concordance index and a novel normalised
error function for survival modelling, which we introduce below.

The concordance index(C-index) is a measure of predictive discrimination and estimates
the probability of concordance between predicted and observed outcomes [55]. Hence it shows
the proportion of all patient pairs where predictions and outcomes are concordant. A value
of 1.0 indicates perfect separation of patients, whereas a value of 0.5 indicates no predictive
discrimination of patients with di� erent outcomes.

The C-index is de� ned as an order of a pair of outcomes, and so is insensitive to the
magnitude of error. We therefore developed anormalised error functionto assess the prediction
error of our models. This error function below provides error in terms of days utilising mean
squared error and normalising the error by the actual survival and is de� ned as follows:

e �
� Sa � Sp� 2

Sa
(3.9)

Firstly the di� erence between Sa (actual survival) and Sp (predicted survival) is calculated. Then
the incorporation of squared error allows a symmetrical measurement of the error with a greater
weight being given to cases where the Sa-Sp di� erence is large. In survival modelling this is a
useful way to model error, as predictions being wrong by a day or even a week are unlikely to
have much impact, while predictions out by several months can drastically change a treatment
plan and impact a patient's quality of life. Relying on the squared error alone means that a
1-month error carries the same weight when the predicted survival is3 or 12 months. A 1-
month error is more important in the� rst instance. To help overcome this issue the error was
normalised by Sa.
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Validation procedure

We validated our approach in four ways using the C-index and our error function using the
following procedure:

• First, using the CPH model we generated median survival time predictions from the test set
of 361 cases with complete data. We then calculated the error, with both our error function
and the C-index by comparing the median predicted survival to the actual survival.

• Secondly, using the CSBN we generated survival time predictions from the test set with
complete data and calculated the error functions. This was to help with debugging, as
we expect both the error and the predictions on the complete data to be the same as the
CPH model on the complete data.

• Thirdly, we removed data from one of the predictor variables (tumour stage) in the test set.
This created a test set with incomplete data. In order to generate predictions using a CPH
model the predictor variables needed to not have any missing data so we randomly input
the values of the missing variable based on the original distribution of these values in the
original data. The prediction was run1000 times and the median value of the survival
time generated was taken. As in the� rst step the error functions were calculated.

• Finally, using the CSBN we removed data from the same predictor variable as in the third
step (tumour stage) and generated survival time predictions and calculated the errors.
The errors calculated from the CPH model on complete data were compared to the errors
from the CPH on incomplete data. Then the errors from the CSBN on complete data were
compared to the errors from the CSBN on the incomplete data. Finally, the errors from the
CPH model on incomplete data were compared to the errors from the CSBN model with
incomplete data with the expectation that the CSBN would have a lower predictive error
on incomplete data. The paired Wilcoxon signed-rank test was used to detect a signi� cant
di� erence between our error function in each case. The Holm-Bonferroni correction was
then applied to adjust for multiple comparisons.

3.6.3 Results

1083patients were included in the training dataset. The median survival of the cleaned dataset
is 1971days. The median age of the patients in the dataset was63 and the median number of
somatic mutations was66:329, patients were still alive at the end of the follow-up.

The proportional hazards assumption was shown to be met with a global score ofp � 0:642,
showing that there is no signi� cant breach of the proportional hazards assumption.

Due to the construction of the error function the error can be given with units of days. The
error for the CPH model predictions using complete data was shown to be 1171.5 days and the
error for the predictions based on incomplete data was3120:8 days. The error from incomplete
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Figure 3.5: Bayesian network structure for cancer genetics. Predictor variables shown attached
to the survival node by red arrows indicate inferences from the CPH model. The black arrows
indicate inference from the Bayesian network.

data was signi� cantly larger after being corrected for multiple comparisons (p � 3:6e � 07).
The C-index for the predictions using complete data was0:6128and for the missing data was
0:5254.

The error using the second error function for the CSBN predictions on complete data is
1171:5 days and is1373days for the predictions on the incomplete data. The predictive error
for missing data was signi� cantly larger (p � 0:01568). The error is larger for the predictions
on missing data. There is no di� erence in the predictive error on complete cases between the
CSBN and the CPH model. The predictive error from the CPH model from missing data was
signi� cantly larger than the predictive error from the CSBN on missing data (p � 0:03274). The
C-index for the prediction on complete data was0:6128and on missing data was0:5694.

3.6.4 Evaluation

The CPH model was shown to� t the proportional hazards assumption and was well calibrated
and validated. Therefore, the CPH model provides a robust standard against which we can
compare our novel approach. The� ve predictor variables for survival,age; tumour stage; tumour
type; somatic mutationsand date of diagnosis, were included in the CPH model. The CSBN
(Figure 3.5) shows that the model can generate clinically plausible links between the parameters.
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The tumour stage parameter in� uences survival as higher tumour stages are associated with a
lower survival period [94]. The tumour type parameter refers to di� erent cancers having di� erent
e� ects on survival, with each of the cancers included having a di� erent median survival [147, 139].
The age of a patient in� uences survival as increasing age leads to poorer survival outcomes in
the cancer types assessed in this study [92, 131]. Date of diagnosis is a plausible predictor
variable as therapies and treatment protocols have changed over the two decades this dataset
covers [118]. As expected the predictive error was the same for the CPH model and CSBN when
predicting survival on complete data. The predictive error was signi� cantly smaller for the
predictions by the CSBN compared to the CPH model with missing data.

The C-index result for both the CPH model and the CSBN is higher than the results for
missing data which suggests that the predictions from the missing cases are less accurate. This
supports the� ndings of our error function. The C-index being over0:5 in all the predictions
means that the quality of the predictions is greater than if they were made by chance. However,
the numerical output of the C-index does not provide an understandable metric for how accurate
the predictions were. Knowing that the C-index is0:04 higher for predictions from missing data
for the CSBN compared to the CPH model will not provide information as to whether a clinician
can trust the predictive accuracy.

3.7 Conclusion

Bayesian networks have been proposed for modelling prognosis, e.g. prognostic Bayesian net-
works [141]. Although they handle the care process and the clinical outcome, these models are
not suitable for modelling simple time-to-event data, where most of the data is of a non-temporal
nature. A translation of Cox proportional hazards model into a discrete Bayesian network was
proposed by Kraisangka and Druzdzel [71]. However, their approach requires time to be dis-
cretised, which makes reasoning about statistics such as median survival times inaccurate, and
makes the numbers of parameters exponential in the number of discrete time points. For these
reasons, we prefer to keep time as a continuous variable.

We have also illustrated the new survival analysis methodology based on conditional sur-
vival Bayesian networks. We have empirically shown that, in a model based on GBM data, a
continuous prediction model achieved a lower predictive error than a discretised network based
on the same data. We think the combination of BN structure and probability is a useful tool for
explaining the impact of prognostic factors on survival. Moreover, it provides a powerful tool
for predicting survival when data is missing.

The extended example adds credence to the usefulness of CSBN as a tool in survival
modelling. This study further adds that a CSBN can have a lower predictive error compared
to CPH models when coping with missing data, and therefore should have a key place when
modelling survival on missing data. Furthermore, this study shows that the error function used
to assess the predictive error of a model is an important choice, without which the utility of a
model may not be properly judged especially when used to predict survival for patients. Overall,
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to predict survival from clinical records, where missing data is common, this study suggests that
a CSBN approach is more likely to provide an accurate prediction of survival time. The use of
the error function de� ned in Section 3.6.2 will help to provide clinicians and patients with an
understandable metric with which to understand the predicted survival.

Our error function approach is simpler than current methods such as the modi� ed Brier
score and may be limited by not considering the distribution of censoring in the data. The
error function output has units of days, which allows a closer appreciation of the strength of
the model's predictions. Using the correct error function is therefore important in developing
and applying new algorithms to model survival data. The C-index which was also calculated in
this study is di� cult to interpret in a clinical scenario, as while it can provide information as to
whether predictions may be accurate, knowing that the C-index is slightly higher for the CSBN
compared to the CPH model for missing data does not provide a useful insight for clinicians or
patients.

Our � ndings that a hybrid model containing a Bayesian network can outperform a CPH
model is supported by Jiang et al who compared the ability of a Bayesian network algorithm
they termed EBMC to a CPH model for predicting survival at speci� c time points [61]. That
study found that the EBMC algorithm had improved predictability.

The novel aspect of this approach is that the CSBN can be seen as using inference to
infer survival from the missing data. The coupling of a validated CPH model to the CSBN as
a way of identifying predictors allows the Bayesian network to impute missing data amongst
the predictor variables and the other non-predictor variables will not then interfere with the
predictive accuracy. This is an advantage as the model is capable of survival prediction only
with a subset of predictor variables when there are missing data. A further advantage of our
approach is that the CSBN could be used to explore the impact of variables that have been
eliminated from the CPH model. The CSBN model could do this by removing one or more of
the direct predictors and then seeing the e� ect that the values of the indirect predictors have on
survival.

Our approach is fundamentally a hybrid one. Although we have used a BN and a CPH,
in theory one could apply any inferential technique to infer predictive variables and use any
existing survival model. Thus, our approach has considerable potential for development. The
hybrid nature of our approach allows either aspect to be replaced by di� erent modelling and
ML techniques. The CPH model may be replaced by an accelerated failure time (AFT) model
in combination with a Bayesian network which may further reduce predictive error when using
a dataset with missing data to predict survival. Fard et al. [40] have shown that a combination
AFT model and Bayesian network approach was able to accurately predict whether events occur
at speci� ed timepoints. This work suggests the suitability of AFT models in combination with
Bayesian networks and that AFT models can predict events earlier on in a longitudinal study.
There may be greater potential for accurate survival predictions with this approach. Further-
more, the Bayesian network could be replaced with Bayesian deep learning approaches [146] to
see whether they can increase the performance of the CSBN by combining the CPH model with
neural networks.
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4Explaining with Defeasible Logic Programming

Abstract The representation of BNs provides limited transparency, for example, reasons
why certain treatments are recommended according to the BN. To mitigate this shortcoming,
we explore an approach for enriching BNs with argumentation theory based on Defeasible
Logic Programming (DeLP). One can draw reliable conclusions from a BN, augmented with
an explanation for that conclusion using arguments. By augmenting a BN with explanations
derived from arguments, we plan to enhance its interpretability. The proposed approach in-
volves combining BNs with argumentation, enabling the automatic extraction of rules. These
rules are subsequently processed to generate arguments that either support or challenge a
claim given by a user.

4.1 Introduction

It is challenging to combine statistical models learned from (observational) data with other
knowledge, for example from intervention studies or other types of domain knowledge. Sta-
tistical matching of di� erent BNs has been considered in research [36]; these methods, how-
ever, are limited compared to the heterogeneous types of knowledge that are available in prac-
tice. Argumentation-based inference provides an attractive alternative for building models and
developing decision support systems, as they model human-like reasoning in a natural man-
ner [59, 42].

The goal of logical argumentation is to derive new insights from existing knowledge and
to evaluate the validity of the arguments. This involves using established facts, principles, or
concepts to infer or deduce new information. An argument is considered valid if the conclusion
logically follows from the premises. In order to formalise the reasoning process, mathematical
structures are needed. These mathematical structures are described in formal logic, which is a
part of argumentation theory concerned with the structure and validity of arguments de� ned in
a formal language. Logic is usually chosen as a formal language for representing arguments and
can vary in its expressivity. For example, propositional logic can only reason with atoms, while
predicate logic can evaluate more complex arguments, such as those involving variables and
quanti� ers. This allows for reasoning about properties of objects or the relationships between
objects. A basic way to construct arguments is by using premises followed by a conclusion,
i.e., a rule. An argument consists of several reasoning steps which can be represented in rules.
One argument can contradict the conclusion of other arguments using a di� erent reasoning.
Argumentation allows for defeasible reasoning with formal logic, which is particularly important
in medicine, where information is sometimes contradictory.
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Figure 4.1: BN used as running example.

In this chapter, we explore an assumption-based approach: instead of explaining a particu-
lar marginal probability, we aim to use argumentation to explore scenarios which are consistent
with the evidence. For example, diabetes might a-priori be unlikely, but could become likely
if high blood sugar (hyperglycaemia) is observed. Such suggestions by the system could pro-
vide valuable feedback to the user. To this end we construct arguments from a non-monotonic
logic knowledge base which is based on the well-known Defeasible Logic Programming (DeLP)
approach [45].

To illustrate this approach we will use the BN shown in Figure 4.1 as a small running
example. In this BN the variable diabetes indicates whether a person has this disease and
the variable insulin represents the event of getting treated with insulin. Finally, the variable
glycaemia shows which blood sugar level a person has.

The main question we aim to address with the running example is whether there is reason
to believe that patients with hyperglycemia are more likely to have diabetes. One could also
consider explaining the pros and cons of the claim that the treatment with insulin is causing hy-
poglycaemia. In the following, we address the question how the argumentation-based approach
can help to explore and explain claims to a user of the BN.

This chapter is structured as follows. In Section 4.2 we provide the background for XAI
in Bayesian networks. Section 4.3 gives a general overview of Defeasible Logic Programming.
In Section 4.4, we explore how information derived from BNs can be used to reason with
DeLP. In Section 4.5 a method generating explanations that support a claim is proposed, while
Section 4.6 proposes a method for generating explanations arguing with a claim. We discuss
explaining claims in a deduction chain in Section 4.7 and conclude the research in Section 4.8.

4.2 XAI and Bayesian Networks

Research conducted between 1988 and 1999 aimed to explain Bayesian networks (BNs) by focus-
ing on how BN models were generated, and how inferences could be made. This research has
been summarised in [79]. More recent research has shifted its focus to the dynamic behaviour
of BNs, explaining posteriors and certain variables of interest.
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In literature, several methods have been proposed for combining formal argumentation with
Bayesian networks [132, 133, 143, 150]. These methods are based on building inference rules from
variable-value pairs. Vreeswijk et al. [143] use a multi-agent system to determine if an inference
rule supports a logical argument. Williams et al. [150] use argumentation theory to decide which
arguments are justi� ed for a particular patient in order to explain predictions of the Bayesian
network. Timmer et al. [132] re� ne the approach from Williams et al., and in [133], they introduce
a support graph. This support graph reduces the number of rules extracted from the BN by only
considering variables that are not conditionally independent, given the variable of interest, i.e.,
the variables which are in the Markov blanket of the variable of interest. Furthermore, Timmer
et al. do not only show one argument to explain a variable of interest, but also show arguments
derived from di� erent non-blocking paths in the network (so-called support chains). Therefore,
the user can decide which argument is best for explaining the variable of interest.

There are other approaches for explaining a variable of interest given evidence in Bayesian
networks. Yap et al. [151] introduced a method that explains the variable of interest by capturing
how variable interactions in a BN lead to inferences, independently of the evidence, just using
variables needed to predict the behaviour of the variable of interest. Vlek et al. [142] provide a
text form report for di� erent scenarios, consistent with the evidence, regarding a case in legal
evidence. The report estimates the probability of each chosen scenario being likely, to present a
global perspective on the case. In Kyrimi et al. [77], variables of interest are not explained by all
variables, but only from variables having a signi� cant impact on it. To achieve this, Kyrimi et
al. compute the impact of the evidence and all variables in the Markov blanket of the variable
of interest.

4.3 Defeasible Logic Programming

The proposed approach uses logic programming. In particular, the notation is adapted from
Defeasible Logic Programming (DeLP), which is a lightweight mechanism for non-monotonic
reasoning [45]. We brie� y discuss the syntax and semantics of this logic.

Literals The foundation of DeLP consists of literals, such asdiabetes� true� . Even though
literals may contain predicates and constants, they are considered as a single unit in terms of
their truth value, hence they are propositional. We will only consider ground literals, which do
not contain variables. In the remainder of this chapter we will de� ne diabetes� true� as a literal
and diabetes� false� as another literal. Strong negations are represented with the `� ', for example
� diabetes� true� means that the literaldiabetes� true� is not true. The literals� diabetes� true�
and diabetes� true� are also calledcomplementary. Note here that we denotediabetes� true� and
diabetes� false� . Boolean variables could be denoted asdiabetesand � diabetes, but this is not
possible for multinomial variables and for the sake of conformity we decided to denote every
variable the same way.
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Facts and Strict rules Facts are literals and strict rules can be interpreted as a normal im-
plication, i.e., if the premises are true, then the conclusion is true. These strict rules and facts
represent hard knowledge, which is true under every circumstance. Strict rules are of the form:

conclusion� premise1; premise2; : : : premisen

An example rule could bediabetes� false� � � diabetes� true� . Each fact can be seen as a strict
rule with n � 0.

Defeasible Rules are denoted with the symbol. instead of � . They represent uncertain
knowledge, which can be false under some circumstances. The conclusion of defeasible rules can
be defeated (overruled) by other rules and facts. This means thatdiabetes� true� � insulin� false�
is interpreted as `without insulin production one has diabetes', whilst the rulediabetes� true� .
glycaemia� hyper� can be interpreted as `hyperglycaemia is a reason to believe that someone has
diabetes'. Defeasible rules can also make use of default negations using the `not ' operator. For
example, the rulediabetes� false� . not diabetes� true� means that if we do not know for sure that
someone has diabetes, there are reasons to believe that they do not have diabetes.

Defeasible Logic Program A complete defeasible logic program is denoted asP � � � ; � � ,
whereas� is a set of strict rules and facts and� is a set of defeasible rules. The knowledge
representation in� cannot hold complementary facts or rules, because this would be con� icting
knowledge, which cannot be true under every circumstance. Therefore facts (e.g.diabetes� true� )
in conjunction with strict rules, are non-contradictory.

Arguments An argumentA for a conclusionl is a set of defeasible rulesA N � , denoted by
� A; l � . An argumentA is supportingthe literal l when there is a chain of reasoning using the
facts and rules of the strict knowledge base� and the setA that leads tol . Note that the strict
rules and facts are not part of the argument itself. Arguments are built with two restrictions:

1. The setA < � has to be non-contradictory, and

2. A is a minimal set to derive a given literall , i.e., there is no proper subsetA¬ L A that
supportsl .

For example, ifglycaemia� hyper� is included in the knowledge base, thenA � rdiabetes� true� .
glycaemia� hyper�x supportsdiabetes� true� . Arguments attack each other when there is a contra-
diction within one inference step in the chain of reasoning. They can attack each other by
counter-arguing against a conclusion of a rule (undercutting) of another argument, or attacking
the conclusion literall itself (rebutting). When this happens, the stronger argument (defeater
argument) is defeating the weaker one (defeated argument). In the standard DeLP approach
strength is measured with the speci� city of arguments. For more detailed information see [45].
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Defeater and defeated argument can be represented in a DeLP dialectic tree. Every defeater
argument is attached as a child to the argument it has defeated, which implies that all leaf
arguments are defeater arguments.

Given a DeLP program, one can compute if there is an answer to a certain literall , for
exampleq � diabetes� true� by querying the knowledge baseP � � � ; � � , through a dialectic
tree. This is done by searching defeater arguments supporting the literaldiabetes� true� . The
answer to that queryq can beyes, no, undecidedor unknown. The answer is yes if the literall
is supported, no if the complementary literal� l is supported, undecided if neither is supported,
and unknown if the literal is not in the language of the program.

4.4 Reasoning with DeLP

In this chapter we want to discuss how DeLP can be used to build the knowledge baseP �
� � ; � � for our explaining purpose. We discuss how facts, strict and defeasible rules can be
extracted and how strength can be assigned to each rule and argument. Every variable-value
pair will be seen as a literal, for instancediabetes(true), as already implicitly used in Section 4.3.

4.4.1 Rules

Rules in the form ofconclusion� premisebuild the knowledge base in most logic-programming
languages such asPrologand DeLP. The approach of extracting a rule-based knowledge base
from a BN has been proposed by Chavira and Darwiche [24] with the purpose of probabilistic
inference. However, in this dissertation, rules are extracted for explanatory purposes, i.e., the
extracted rules are later used to build arguments and ultimately explain the BN's behaviour.

Strict rules The conceptual knowledge about mutually exclusive values of each variable is
stored in a BN. This knowledge is part of the strict knowledge base, which we denote as� . As
an example all strict rules considering glycaemia are shown in Equation 4.1:

� �

~„„„„„„„„„„„„‚„„„„„„„„„„„„€

� glycaemia� hyper� � glycaemia� normal� ;
� glycaemia� hypo� � glycaemia� normal� ;
� glycaemia� normal� � glycaemia� hyper� ;

� glycaemia� hypo� � glycaemia� hyper� ;
� glycaemia� normal� � glycaemia� hypo� ;
� glycaemia� hyper� � glycaemia� hypo� ;

: : :

•„„„„„„„„„„„„ƒ„„„„„„„„„„„„•

(4.1)

Defeasible Rules Any conditional probabilitiesP� A ¶B � can be transformed into defeasible
rules. The probability of the valueA changes ifB is given. Thus the causeB has an e� ect on
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A: A � B which is a common interpretation of rulese� ect� cause. We use defeasible rules,
because it is uncertain if these rules are true under every circumstance.

In this approach, we will extract every possible defeasible rule:conclusion. premise. Sup-
pose we have a Bayesian network with variables:

Var � r var1; var2; : : : ; varnx

where each variableVari has a domain:

Vali � r vali 1; vali 2; : : : ; valim x for 1 & i & n:

For example, the possible literals for diabetes and insulin arediabetes� true� , diabetes� false� ,
insulin� true� and insulin� false� . Based on these literals, we generate a number of defeasible
rules. First, we generate rules between every possible variable-value pair as follows:

� p � r vari � valik � . varj � valjl � ¶

vari ; varj " Var 0 valik " Vali 0 valjl " Valj 0 vari j varj x
(4.2)

which leads in the running example to the following rules:

� p �

~„„„„„„„„„„„„„„„„‚„„„„„„„„„„„„„„„„€

diabetes� true� . insulin� true�
diabetes� true� . insulin� false�
diabetes� false� . insulin� true�
diabetes� false� . insulin� false�
insulin� true� . diabetes� true�
insulin� true� . diabetes� false�
insulin� false� . diabetes� true�
insulin� false� . diabetes� false�

: : :

•„„„„„„„„„„„„„„„„ƒ„„„„„„„„„„„„„„„„•

(4.3)

Furthermore, we generate defeasible rules containing default negation that allows for supporting
literals that are not known to be false, i.e.,

� a � r vari � valik � . not vari � vali 1� ; : : : ; not vari � vali � k� 1� � ; (4.4)

not vari � vali � k� 1� � ; : : : ; not vari � valim � ¶ vari " Varx (4.5)

which leads in the running example to additional rules:

� a �

~„„„„„„„„„„„„‚„„„„„„„„„„„„€

insulin� false� . not insulin� true�
insulin� true� . not insulin� false�

diabetes� true� . not diabetes� false�
diabetes� false� . not diabetes� true�

glycaemia� hypo� . not glycaemia� normal� ; not glycaemia� hyper�
glycaemia� normal� . not glycaemia� hypo� ; not glycaemia� hyper�
glycaemia� hyper� . not glycaemia� hypo� ; not glycaemia� normal�

•„„„„„„„„„„„„ƒ„„„„„„„„„„„„•

(4.6)
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In the following, the set of defeasible rules is� � � p < � a.

4.4.2 Inference

While we cannot determine which variables infer each other through a BN, we can determine
which are independent through d-separation. If variables are probabilistically independent, it
means that it is impossible to infer from one variable to the other. Therefore rules representing
inference between d-separated variables are deleted from the knowledge base� . This also
applies for each argument assuming values to be observed. If in the running example any value
for glycaemia is assumed, then the d-separation modelled in the BN is explained away, which
makes rules from insulin to diabetes and vice versa possible.

To quantify the plausibility of d-connected variables, we assign a strength to every rule. One
forward way to determine the strength for a rule is the posterior odds, it divides the conditional
probability through the most likely (other) possible conditional probability. This approach allows
to use multinomial distributions. Suppose that we are interested in the e� ect of a set of nodes
x on Y � yi . As pointed out by Timmer et al. [133], it is relevant to consider the context of the
rule. For example, in the running example, knowingG induces a dependence betweenI and D.
Given a knowledge base� an argumentA that containsr , we de� ne thecontextof r , denoted
by cr as the set of literalsl such thatA ¯ r r x supportsl . In particular, if e is evidence, then it is
included in � which means that any rule will havee included in its context. We then de� ne the
strength of ruler � y� vali � T x; notz1; : : : ; notzn as follows:

s� r � �
P � yi ¶x; cr �

maxj j i P� yj ¶x; cr �
(4.7)

For binary variablesY , the strength corresponds to theposteriors oddsof Y given X . For
variables with more than two values, the posterior is compared to the next most likely value of
Y . This ensures that the strength of the rule is larger than 1 wheneveryi is the most likely value.

As example, if the context is empty, the strength for the ruleinsulin� false� . glycaemia� hyper�

(assuming hyperglycemia) iss� r � � P �  i ¶G� hyper�
P � i ¶G� hyper� � 0:931

0:069 � 13:5. Chesnevar et al. [26] are
working with strength as well, in a more speci� c DeLP calledP-DeLP. The main di� erence is,
that they are using fuzzy logic from P-DeLP to compute vague knowledge about the real world.

4.4.3 Restricting Rules

The initial creation of defeasible rules can lead to a high number of rules in complex BNs. To
limit the number of rules, some possibilities are discussed in the following.

Observations

If evidence is observed, just the observed value of one variable has an e� ect on the model. All
rules regarding other values of the variable can be ignored. This can be achieved by adding the
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observed value as a fact to the knowledge base� . If in the running example hyperglycaemia
were observed,glycaemia� hyper� would be added to� . Defeasible rules with literals about
glycaemia� hypo� , and glycaemia� normal� would be excluded from proof search, because they
would contradict the factglycaemia� hyper� . If however hyperglycaemia is just claimed to be true,
it will only be added to� temporarily for the sake of the argumentation supporting this claim,
as we further discuss in Section 4.6.

Thresholds

An additional restriction can be made by using a threshold that rules have to meet to get used,
especially in larger BNs. To determine the threshold of signi� cance one can use the ratio as
shown in Equation 4.7. One reasonable thresholdth is th � 1, such that all node pairs with a
strengthth & s� yi ; x� are not explained, because it is unlikely thatyi follows fromx. Therefore
these rules are not added to the defeasible knowledge base� . For illustration purposes, we will
not apply any thresholds in the running example.

Additional Knowledge

Further restrictions could be achieved by combiningP � � � ; � � with other knowledge bases
holding conceptual and semantic knowledge about the domain. Ontologies are modelling such
information and seem� t to enrich the knowledge base through their formal, explicit speci� cation
of a shared conceptualisation [51].

4.4.4 Strength of Arguments

The same assumption that we made for rules can be applied to arguments as well. When
constructing arguments the assumption is made that stronger arguments will more likely give
an explanation to our question, e.g. why the probability of the patient having diabetes is higher
when they have hyperglycaemia as supported by ArgumentA:

A �
~„„„‚„„„€

insulin� false� . not insulin� true� � 1
glycaemia� hyper� . insulin� false� � 0:2
diabetes� true� . glycaemia� hyper� � 2

•„„„ƒ„„„•

(4.8)

The most forward way to determine the strength of an argument is to multiply the strength of
every rule in an argument, i.e.,

s� A� � 5
r �sr " A

sr

In the example the strength of argumentA is:

s� A� � 1 � 0:2 � 2 � 0:4
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Note that the strength of an argument should not be interpreted as a posterior odds as this
multiplication does not follow the usual rules of probability theory. The rationale of this strength
de� nition is that it incentivises the inclusion of rules that have a positive strength, i.e., strength
larger than 1, in the context of the argument. Such additional rules may provide additional
explanation to the argument at hand. For example, a very basic argument against diabetes is
that it is simply not likely without further evidence, i.e., in argumentA¬with:

A¬ �

sdiabetes� false� . not diabetes� true� � 9y ;

s� A¬� � 9

(4.9)

However, this argument does not provide a signi� cant explanatory power.

4.5 Supporting Claims

As explained in Section 4.3, an argument consists of a minimal set of rulesA which is non-
contradictory toA < � . Now suppose we would like to create an argument that states that there
is reason to believe that a person will not have diabetes. In this case, we will use this as claim
c � rdiabetes� false�x such thatA < � , wherec is a literal such thatr cx < � is consistent. This
approach aims to explain claims given by the user, building a supporting argument and creating
an explanatory scenario given that claim. In that context defeasible negations are used to� nd a
complete scenario, even though rules would not have been considered otherwise, because they
cannot be defeasible concluded from the knowledge base as is. That is why we can say if we do
not know for sure that someone has diabetes, there are reasons to believe that they do not have
diabetes:diabetes� false� . not diabetes� true� . One example argument is shown in Equation 4.10
and consists of two rules, and the claimdiabetes� false� :

A1 �
~„„„‚„„„€

insulin� false� . not insulin� true� � 1
glycaemia� normal� . insulin� false� � 6:1

diabetes� false� . glycaemia� normal� � 80:1

•„„„ƒ„„„•

;

s� A1� � 494:7

(4.10)

This argument is a defeasible reasoning chain from the premiseinsulin� false� to the con-
cluding literal diabetes� false� , which makes a defeasible argument. This argument explains the
claim as follows: If there is reason to believe that a patient is not treated with insulin he more
likely will have normal glycaemia levels, if the patient has normal glycaemia there is reason to
believe that the patient does not have diabetes.
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Nevertheless, it would be bene� cial to not only support the claim that has been made, but
also to be able to argue in favour of a stronger reasoning. Note that it would lack sense to con-
struct self-defeatingarguments, e.g. using one rule withinsulin� false� and one withinsulin� true�
in one argument. Di� erent arguments, however, can have contradictory literals, and can there-
fore attack each other.

4.6 Arguing Claims

The question in the running example is whether there is reason to believe that patients with
hyperglycemia are more likely to have diabetes. As mentioned above this can be interpreted as
rule e� ect� cause. To get an explanation for the question, we state this assumption as a claim
in a defeasible rule:

C2 � diabetes� true� . glycaemia� hyper�

The user is interested in the argumentation assuming that hyperglycaemia is true, therefore
glycaemia� hyper� is added into the strict knowledge base� for this reasoning process. Subse-
quently, the strongest argument is searched, which does not have to argue in favour of diabetes.
The resulting strongest argument can either support or oppose the conclusion of the assumption.
The assumption is that, assuming hyperglycemia is true, a person has diabetes. The strongest
argument under the assumption that hyperglycemia is true is:

A2 �

v
insulin� false� . glycaemia� hyper� � 13:5;

diabetes� true� . insulin� false� � 2
| ;

s� A2� � 27

(4.11)

This argument can be interpreted as follows: If hyperglycemia is true, there is good chance that
insulin intake is false. But if hyperglycemia is true and insulin intake is false there is still a
chance to have diabetes. In this case the explanation argument supports the claim made by the
user. As another example, we could assume that the glycemia level is normal and still assert
that we believe a patient has diabetes, as in the following claim:

C3 � diabetes� true� . glycaemia� normal�

Under this assumption, the strongest argument is:

A3 �

v
insulin� false� . glycaemia� normal� � 5:1;

diabetes� false� . insulin� false� � 81
| ;

s� A3� � 413:1

(4.12)
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This argument can be interpreted as follows: If we assume normal glycaemia we can conclude
that insulin intake is false. If one has normal glycaemia and no insulin intake there is a high
chance that this person will not have diabetes. Here we observe that the argument opposes
our claim and suggests that if a patient has normal glycaemia levels, they are very unlikely to
have diabetes. Through this interactive approach, assertions can be examined, which can be
interesting in the further course of diagnosis. While this may be trivial in our small example,
it can be useful to verify assumptions in this manner for larger Bayesian networks in order
to consider further steps. Thus, in our small example, measuring glycaemia levels would be
advisable.

4.6.1 Choosing Arguments

In certain contexts, it can be bene� cial to present a speci� c subset of arguments rather than
focusing solely on the strongest ones that either support or defeat a claim. To achieve this, user-
centered testing [31, 50] is essential for identifying a relevant and� tting selection of arguments
based on the speci� c context.

Strongest Argument It seems natural to emphasise the strongest argument that either sup-
ports or defeats a claim, as demonstrated in the running example. This can be achieved by
presenting the rules as a logical argument (as seen in Equation 4.12), utilising natural language
generation, or visualising the argument as a chain of reasoning. For more extensive arguments,
a chain format could be helpful, when dealing with complex or lengthy content.

All Supporting Arguments When presenting arguments related to a user's claim, there exists
a wide variety of approaches. One option is to display all possible arguments that either support
or defeat the claim. However, this approach has its challenges. For instance, if we create a graph
showing the dependencies of each rule within every argument, it becomes di� cult to distinguish
associated arguments when they have contradictory dependencies. Additionally, representing
each argument separately could lead to overhead, especially when many arguments share similar
rules with only slight variations.

Interactive Arguments While it is common to emphasise the strongest argument that either
supports or defeats a claim, there are drawbacks to both showing only the strongest argument
and displaying all arguments. However, considering this, a third option is possible. Initially, we
present the strongest argument. If the user disagrees with this argument, they can highlight the
dependencies they disagree with. Based on the user's input, we then search for more suitable
arguments.

This interaction with the BN allows the user to gain a deeper understanding of the behaviour
of the respective BN, evaluate their assumptions, and re� ne them further. Another possibility
could be to suggest which evidence would be needed to give a more useful explanation. For
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example if it would be known if the patient is taking insulin the explanation would be stronger.
The idea of an interactive approach is revisited and further perused in Chapter 5.

4.7 Explaining Claims with Deduction Chains

Another representation requires an adaption of the method. Instead of using every possible non-
contradictory rule, one could also consider a chain of deduction as one argument leading from
the premise of the claim to the conclusion, which is then the supported literal. This requires the
claim to be one rule.

Cchain � diabetes� true� . glycaemia� hyper�

To get a chain the� rst strongest rule is searched that hasglycaemia� hyper� as premise, which is
in this example:

insulin� false� . glycaemia� hyper�

Then the next strongest dependency is searched which has the conclusion of the� rst rule here
insulin� false� as premise:

diabetes� true� . insulin� false�

This continues until we reach the literal we want to conclude:

Achain �

v
insulin� false� . glycaemia� hyper� � 13:5

diabetes� true� . insulin� false� � 0:5
| ;

s� Achain� � 6:8

(4.13)

With this method a chain of deduction can be built, as it is shown in Argument 4.13. The
deduction reads as follows: If a patient has hyperglycaemia it is most likely that they have not
been treated with insulin. When the patient is not treated with insulin there is reason to believe
that they have diabetes. The advantage of this representation is that the chain of reasoning
is clear and easy to agree or disagree with. With this approach, however, arguments are built
which might not be minimal and can show redundant information derived from� . The idea of
using chains of deductions as explanations is further explored in Chapter 5.

4.8 Conclusion

In this chapter, we have explored the generation of arguments from Bayesian networks in order
to explain its reasoning. In this approach, a DeLP ProgramP � � � ; � � was constructed. First
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the structural information provided in a BN are formalised by strict rules in� . Then, defeasible
rules which can be used to explain the inference between variables are weighted, forming� .
After this step, evidence set in a BN are translated to facts, which are also included in� . Using
the programP, literals as claims can be explained in arguments.

The approach presented in this chapter opens up several directions for future work. One
possible direction is to extend the approach to handle complete arguments as claims, rather than
focusing solely on individual rules or literals that we support or defeat. Another opportunity
would be to extend the knowledge base with explicit domain knowledge. The basic set of
strict rules could be extended with causal knowledge drawn from ontologies. A second possible
direction is to explore di� erent ways of weighting the defeasible rules in� , such as weighting
rules with observed knowledge (facts) more to give them more strength in explanations. A third
direction could be to evaluate the usability of the approach in a real-world medical scenario,
where explaining the BNs reasoning could have a signi� cant impact on trust of the users.

51



4



5

5Explaining the Most Probable Explanation

Abstract The use of Bayesian networks has been shown to be powerful for supporting
decision making, for example in a medical context. A particularly useful inference task is the
most probable explanation (MPE), which provides the most likely assignment to all random
variables that is consistent with the given evidence. A downside of this MPE solution is that
it is static and not very informative for (medical) domain experts. As a solution we augment
Bayesian networks with argumentation theory. We use arguments to generate explanations of
the MPE solution in natural language to make it more understandable for the domain expert.
Moreover, the approach allows decision makers to further explore explanations of di� erent
scenarios providing more insight why certain alternative explanations are considered less
probable than the MPE solution.

5.1 Introduction

Researchers have considered using argumentation for explaining Bayesian network inference,
e.g. [132, 133, 143, 150]. In brief, this line of research aims at explaining a posterior probability
of a random variable by the most likely chain of inference from evidence. This is attractive,
because of the nature of argumentation, the resulting reasoning is easier to understand than
Bayesian network inference. An overview of related methods can be found in Chapter 5.5.
However, logical structures can still easily be misinterpreted by domain experts. For this reason,
in the remainder of this chapter, we will focus on generating a semi-structured natural language
from a Bayesian network knowledge base through an argumentation formalism. In particular,
we aim to generate explanations about the dependences between variables. We start with the
particular inference problem in BNs to� nd the most likely value combination for all variables to
get the highest probability given the evidence. This instantiation of a BN is called most probable
explanation (MPE).

Most other approaches to explain BNs are focusing on one or several variables of inter-
est, hence the domain expert has to choose variables he wants to look at. We believe that
it is worthwhile to look at the complete scenario to get an overview before deciding which
variables should be focused on. Consider for example Figure 5.1, which we will use as a run-
ning example in this chapter. It involves a Bayesian network for the diagnosis of diabetes type
2. In this BN the variablediabetesindicates whether a person has this disease and the vari-
able quality_of_beta_cellsrepresents how well the insulin production is working. Furthermore,
food_intakeindicates if someone has recently eaten and� nally, the variableglycaemiashows
which blood sugar level a person has. In this BN, it was computed that the MPE of having
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Figure 5.1: Enhanced example BN for the diagnosis of diabetes

glycaemia� hyper� is: diabetes� false� , food_intake� true� , quality_of_beta_cells� high� . In the follow-
ing, we address the question how the method proposed in this chapter can help to better explain
this conclusion to a domain expert.

We will start with the scenario given by the MPE solution and start to deploy more scenar-
ios in an interactive manner. In each scenario the domain expert can argue with the MPE. For
example, one could disagree with the explanation of the MPE to structure a new explanation.
Such an interactive approach can provide valuable feedback to the domain expert. To accom-
plish this all, we propose three principles for generating explanations of MPE. The� rst principle
is to build a logical knowledge base which maps the dependences represented in the BN. The
second principle is to incorporate strength of the dependences in the Bayesian network. The
third principle is to use an interactive representation of the knowledge to the domain expert for
exploration, to give more insight into the knowledge base and ultimately into the BN.

Chapter 4 introduces several methods using DeLP-based argumenatation to explore BNs
and to explain claims given by the user. Deviating from DeLP in this chapter, we adopt a
rule-based approach disregarding di� erent rule types or the minimal aspect of arguments and
focus on explaining scenarios starting with the MPE. As a result, we opted for an alternative
presenation of rules and arguments. Given the MPE the ininital rules are fastly reduced given
all variable value assignments. Therefore we focus on� nding chains of deduction explaining the
MPE. Our new question in this chapter is: How can we� nd chains of deduction in pre-assigned
variable value pairs and interactively explore di� erent scenarios from the initial setup?

This chapter is structured as follows. In Section 5.2, we discuss how the knowledge base
for our reasoning process is constructed and how the method can be used to explore BNs.
Section 5.3 discusses natural language generation and demonstrates, how the MPE is explained
through natural language. Section 5.4 shows our approach on a realistic example. Section 5.5
discusses related work and� nally in Section 5.6 we conclude and discuss future research.
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5.2 Building the Knowledge Base

For this example application, we have decided to use the building blocks shown in Figure 5.2,
the blocks referring to natural language processing are later discussed in Section 5.3. Building
the knowledge base is the� rst major step of this approach, which extracts the knowledge from
a BN into a probability tree. The second major step is the representation of the knowledge base
in natural language via natural language generation. Note that this approach is quite modular,
hence this step could be replaced with another representation, such as a large language model
or formal logic. It can be extended as well with further modules, by extending for example
the microplanning step, the same holds for building the knowledge base. We present a pruning
strategy for the argumentative trees that we will use as well; however, this could be omitted if
the BN is relatively simple. For the construction of the knowledge base, we assume that two key
properties are essential for a good understanding of MPE solution in a Bayesian network:

Following a Chain of Deduction A chain of deduction, meaning that conclusions are drawn
from immediate previous conclusions, is easy to follow and to argue with. For example, if
someone disagrees with one reasoning step, the chain generated by this reasoning step onward
can be replaced with di� erent steps of reasoning. Arguing this chain therefore directly allows for
an interactive approach. The knowledge base can be� lled by constructing chains starting with
the evidence. Further knowledge is added by iteratively drawing conclusions from the evidence
and previous conclusions.

Reasoning with the Strongest Dependence To build a logical knowledge base we assume
that stronger probabilistic dependencies will explain the MPE better, because the reasoning is
more plausible. Therefore the concluding process should always follow the most likely, hence
strongest, next dependence.

5.2.1 Argumenting with the Probability Tree

Probability trees are used to present probability distributions, for example in semantics for
the languageCP-logic[140]. To construct the argumentative probability tree, we start with
the evidence, because this knowledge is certain. In the running exampleglycaemia� hyper� was
observed, that is why this variable is used as root. Then the most likely dependence to another
variable is searched, which is in our examplefood_intake� true� with the probability of0:9194,
hencefood_intake� true� is attached toglycaemia� hyper� as child. Givenglycaemia� hyper� and
food_intake� true� the strongest dependence is searched again. This continues until no dependent
variables are left. In the construction process it may happen that two variables have the same
most likely dependency. If that is the case the variable is chosen which has the shorter path to
the previously chosen variable in the BN. If the length of the path is the same as well, one of the
variables is randomly chosen.
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Figure 5.2: Overview of the methodology

Figure 5.3: Argumentative probability tree, a: With the MPE, b: MPE with one alternative, c:
MPE and two alternative branches

If the value assignment is the same as in the MPE, the argument has the same probability.
However since the variable-value assignments are not individually maximised the result of the
� rst branch does not have to correspond to the variable-value assignment of the MPE. If the
variable-value assignment for the next strongest dependency is not coherent with the MPE the
node with the di� erent variable-value assignment is omitted and the next strongest dependency
is searched. There are several possible chains that lead to the same MPE solution in a probability
tree, by changing the order of random variables. In the argumentative probability tree this
cannot occur, because the order of variable-value pairs is important.

The argumentative probability tree can be extended by disagreeing with the MPE branch.
This will lead to a new chain of deduction added as a new branch in the probability tree. For
example, if the domain expert disagrees withdiabetes� false� , because they think thatdiabetesis
true, another chain is attached to the tree. To attach this chain,diabetes� false� is replaced with
diabetes� true� which only has the probability of0:2694given glycaemia� hyper� and food_intake-
� true� . Given glycaemia� hyper� , food_intake� true� and diabetes� true� , quality_of_ beta_cellsis
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then replaced withlow, because this value is with the probability0:5589 more likely than
quality_of_beta_cells� high� , which is down to0:225. The extended tree is shown in Figure 5.3b.

In a proceeding scenario, the domain expert could disagree withfood_intake� true� as well,
because they know that the patient has not eaten, and furthermore argues thatquality_of_beta_-
cells� low� is a better explanation forglycaemia� hyper� . Thenquality_of_beta_cells� low� is attached
to the root with the probability of0:1578. Givenglycaemia� hyper� and quality_of_beta_cells� low�
the � nal dependent variable isdiabeteswith the most probable valuetrue, having a probability of
0:90. Becausequality_of_beta_cellswas observed,food_intakebecomes independent. The result
is shown in Figure 5.3c. The general dynamic process of the construction of the tree is shown in
Algorithm 1. This chains or branches in the argumentative probability tree can also be presented
as a set of rules in an argumentA:

A � P� child1; : : : ; childn ¶e� �

child1 . e � P � child1¶e�

childn . e0 child1 0 : : : 0 childn� 1 � P � childn¶e; child1; : : : ; childn� 1�

(5.1)

whereP is the probability distribution,e is the observed evidence, andchild1 : : : childn are all
children of the evidence in one branch of the tree.

For example, theAMPE from our running example is constructed:

AMPE � 0:55 �

food_intake� true� . glycaemia� hyper� � 0:9194;

diabetes� false� . food_intake� true� 0 glycaemia� hyper� � 0:7306;

quality_of_beta_cells� high� .

food_intake� true� 0 glycaemia� hyper� 0 diabetes� false� � 0:827

(5.2)

This rule-based representation shows, that every node in the argumentative probability tree
is explained by its parents, because every branch is a chain of deduction; hence every node in
the chain is explained by its former nodes. As one can imagine this representation is getting
more complex with every child added. Therefore we aim for a natural language approach to
explain the knowledge. Nevertheless, this rule-based representation can be used to link the
knowledge base to other logical knowledge bases, such as ontologies to enrich the information.

5.2.2 Pruned Argumentative Probability Tree

Explaining every parent for every node from the argumentative probability tree can result in
long and complex explanations, especially in larger BNs. Therefore pruning the tree can be
a solution, such that information which is not important for the scenario does not have to be
explained. In Section 5.2.1, d-separated nodes are already omitted. In this section we will� lter
for parent nodes, which have a signi� cant impact on their child nodes. Only such parents will
be used in the explanation.
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Algorithm 1: Dynamic construction of the argumentative probability tree

1 buildBranch(BN, parent, tree);
2 for node in BNdo
3 if node is not in tree.parentsthen
4 continue;
5 end
6 for value in nodedo
7 if node[value]' child[value]then
8 child = node;
9 end

10 end
11 end
12 tree.add(parent,child);
13 tree = tree.buildBranch(BN, child, tree);
14 return tree;

15 buildMPE(BN, e);
16 tree = tree.addRoot(e);
17 tree = buildBranch(BN, e, tree);

18 argueMPE(BN, argue, tree);

19 tree = buildBranch(BN, argue, tree);

To calculate the threshold of signi� cance we use the posterior odds, which has been used
before in related literature [132, 133]. Typically, binary-valued variables are used. Here we
generalise this to multinomial distributions. Suppose that we are interested in the e� ect of a set
of nodesx on Y � yi . We de� ne the strength as the posterior odds, i.e.

s� yi ; x� �
P � yi ¶x�

< j j i P� yj ¶x�

One reasonable thresholdth is th � 1, such that all node pairs with a strengthth & s� yi ; x�
are not explained, because in that case it is unlikely thatyi follows from x. For example, the
strength offood_intake� true� given glycaemia� hyper� is 3:81, whereasquality_of_beta_cells� high�
givenglycaemia� hyper� has the strength0:72, thereforeglycaemia� hyper� is not considered in the
explanation ofquality_of_beta_cells� high� .

A related method to calculate the threshold of signi� cance was recently introduced by
Kyrimi et al. [77]. The main di� erence is that Kyrimi et al. aim at� nding the most signi� cant
evidence for a variable of interest. However, in our case, evidence is given, and the most related
variables are selected, which can be seen as the reverse problem. However, we also borrow the
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idea by Kyrimis [77] to perform a con� ict analysis. This analysis aims to examine if every premise
in a rule has the same direction in creating the overall change in a variable of interest, i.e., a
positive or negative in� uence to the conclusion. We will explain a node with signi� cant parent
nodes which are contributing to the observed value of the node. For example, in the diabetes
exampleglycaemia� hyper� and food_intake� true� cause the same direction of change when they
are observed on all other variables, for examplequality_of_beta_cells� high� is decreasing. A
di� erent direction of change is caused by the observationdiabetes� false� , because the probability
of quality_of_beta_cells� high� is now increased. Since the overall change ofquality_of_beta_ cells
is high, it is only explained bydiabetes� false� as well. The pruned argument structure for the
MPEAPrMPE is therefore the following:

APrMPE � 0:55 �

food_intake� true� . glycaemia� hyper� � 0:9194;

diabetes� false� . food_intake� true� � 0:7306;

quality_of_beta_cells� high� . diabetes� false� � 0:827

(5.3)

5.3 A Natural Language Explanation

Natural language generation (NLG) is the deliberate construction of natural language to meet de-
� ned communication goals [113]. These goals de� ne the purpose of the communication process.
Most NLG Systems using Reiter's [113] work and dividing the NLG process from a non-linguistic
input to an automatically produced textual output into three steps:document planning(also
content planning), microplanning(alsosentence planning) andsurface realisation. In the document
planning step the information which should be communicated is determined. In addition it is
decided how the information is structured to make coherent text. The document plan is then
re� ned in the second step, which is microplanning. In microplanning the document plan is
converted into lexical content through the individual structuring of each sentence to give the
text a smoother� ow. Therefore conjunctions, pronominalisation, and discourse markers can
be used. In the last step (realisation), all speci� cations are converted into actual text and the
correctness of the language is veri� ed. These steps can be achieved by using simple boiler-
plates (pre-established pieces of code used as a template), syntactic processing through linguistic
formalisms, or large language models to get a more� exible natural language feel.

The communication goals, which we want to meet with our NLG, are related to the prin-
ciples we proposed in section 5.2. The� rst goal is to explain the dependencies in a BN and
the second, that the strength of these dependencies should be verbalised. The third principle
is only indirectly achieved with NLG, because the interactive arguing process does not change
the NLG. To follow the steps de� ned by Reiter [113] we are� rst de� ning a document plan, then
microplanning and realisation are merged into one step by using a formal grammar.
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Figure 5.4: The document plan derived from the argumentative probability tree

5.3.1 Document Plan

The communication goals are derived from the main principles, used in the construction of the
argumentative probability tree. Therefore it is straightforward to derive a document plan from
the tree as well. Hence the resulting document plan shown in Figure 5.4, looks like a generalised
argumentative probability tree. The important nodes are emphasised in the document plan.
Important nodes are nodes which are the� rst child of the evidence or where alternative branches
are introduced. The� rst child in the MPE argumentation is important, because it is always the
best explanation for the evidence. At the beginning the domain expert only has the explanation
for the scenario described in the MPE. If the domain expert starts to argue with the explanation,
alternatives to the MPE will be constructed. The start of an alternative argumentation should
be represented in the natural language as well. The same can be said if the argument is not
starting with the most likely child. Every one of these occurrences should be phrased di� erently
in natural language to emphasise changes in the deduction of a chain.

5.3.2 Microplanning and Realisation

To get the impression of natural language, boilerplates are constructed for the microplanning
and the realisation of the text. These two steps are merged since static boilerplates have no
need for a further grammar de� nition. The boilerplates are described in Backus-Naur form
(BNF) shown below. The nodes of the argumentative probability tree are displayed as constants
in the BNF and have to be replaced in a de� ned phrasing for every speci� c node-value pair.
These constants are displayed between# . This grammar can be used to describe di� erent
scenarios, but only if the domain expert is arguing with the MPE, new branches are attached in
the argumentative probability tree and in the document plan, as well. These changes are then
considered in the grammar, through the document plan.

…explanation‹ ::= The observed evidence #e#…MPE child(1)‹
| #e#…Alternative‹

…MPE child(1)‹ ::= is best explained by #child(1)#…MPE follow‹
| is best explained by #child(1)#…Argue MPE‹
| is best explained by #child(1)#
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…MPE follow‹ ::= …Sentences MPE‹ …MPE follow‹
| …Sentences MPE‹ …Argue MPE‹ | …Sentences MPE‹

…Alternative‹ ::= could …probability‹ indicate #child(1)#…Alternative follow‹
| could…probability‹ indicate #child(1)#

…Argue MPE‹ ::= Given #parents# #child(n)#,is alternatively …probability‹
…Alternative follow‹

| Given #parents#, #child(n)#is alternatively …probability‹

…Alternative follow‹ ::= …Sentences Alternative‹ …Alternative follow‹
| …Sentences Alternative‹

…Sentences MPE‹ ::= Given #parents#, #child(n)#is …probability‹
| With the description of the previous sentence #child(n)#

will most probable be …probability‹
| With the description of the previous sentence #child(n)#

is …probability‹
| With the prior explanation #child(n)#is …probability‹
| In the pre-established combination #child(n)#is …probability‹

…Sentences Alternative‹ ::= In that situation #child(n)#is …probability‹
| With the description of the previous sentence #child(n)#

is …probability‹

…probability‹ ::= …#s(0.0-0.2)#‹ | …#s(0.21-0.3)#‹ | …#s(0.31-0.4)#‹ | …#s(0.41-0.5)#‹ | …#s(0.51-0.6)#‹
| …#s(0.61-0.7)#‹ | …#s(0.71-0.8)#‹ | …#s(0.81-0.9)#‹ | …#s(0.91-1)#‹

…#s(0.0-0.2)#‹ ::= highly unlikely ; …#s(0.21-0.3)#‹ ::= very unlikely

…#s(0.31-0.4)#‹ ::= unlikely ; …#s(0.41-0.5)#‹ ::= not plausible

…#s(0.0-0.2)#‹ ::= highly unlikely ; …#s(0.21-0.3)#‹ ::= very unlikely

…#s(0.31-0.4)#‹ ::= unlikely ; …#s(0.41-0.5)#‹ ::= not plausible

…#s(0.51-0.6)#‹ ::= plausible ; …#s(0.61-0.7)#‹ ::= possible

…#s(0.71-0.8)#‹ ::= likely ; …#s(0.81-0.9)#‹ ::= very likely

…#s(0.91-1)#‹ ::= highly likely

According to this BNF, the MPE of the diabetes example is explained as follows: “The
observed evidence hyperglycaemia is best explained by food intake. Given hyperglycaemia and
food intake, not having diabetes is likely. Given not having diabetes is likely, high quality of beta
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cells is very likely”. If the domain expert argues that diabetes could be true the explanation
changes to: “The observed hyperglycaemia is best explained by food intake. Given hypergly-
caemia and food intake, diabetes is alternatively very unlikely. In that situation low quality of
beta cells is plausible.” If the domain expert argues that hyperglycaemia can be explained with
a low quality of beta cells the explanation is: “Hyperglycaemia could highly unlikely indicate
low quality of beta cells. With very unlikely low quality of beta cell, diabetes is highly likely”.

5.4 Extended Example

In this section we will present a small but realistic example on a breast cancer dataset. The
dataset contains nodes about x-ray properties and is intended for diagnostic purposes. The
focus in this chapter concentrates on explaining an MPE, therefore we will not discuss the
medical background or how the BN was created. For further information on the data set, see [3].
However, it is notable that this network contains 16 nodes, which means that MPEs are quite
hard to comprehend.

To compute an exemplary MPE, we choose the scenario that no imaging has been done yet,
and select a number of observations that can be done in clinical practice, in particular, we take
the observations thatAge(35-49), SkinRetract(Yes), NippleDischarge(No) andLocation(UpInQuad).

Given this evidence, the MPE solution that we� nd is: AD(No) (architectural distortions),
BC(No) (breast cancer),BreastDensity(Medium), FibrTissueDev� Yes� (� brous tissue development),
LymphNodes(No), Margin(Ill-de� ned), Mass(No), MC(No) (microcalci� cations),Metastasis(No� ,
Shape(Other), Size(1cm), Spiculation(Yes).

The explanation with our method is:“The observed evidence age 35-49 and no nipple discharge
is best explained by no architectural distortions. Given age 35-49, no nipple discharge and no architec-
tural distortions, no metastasis is very likely. With the description of the previous sentence no lymph
nodes will most probable be highly likely. Since no lymph nodes is highly likely and age 35-49 and no
nipple discharge is given, no microcalci� cations is very likely. Given age 35-49, no nipple discharge,
no architectural distortions, no metastasis, no lymph nodes and no microcalci� cations, breast cancer is
very unlikely. With the description of the previous sentence size smaller than 1 cm will most probable
be highly likely. In the pre-established combination other shape is highly likely. With the prior expla-
nation no mass will most probable be highly likely. Given skin retract and UpInQuad location,� brous
tissue development is likely. Since� brous tissue development is likely and skin retract and UpInQuad
location is given, ill-de� ned margin is likely. With the description of the previous sentence spiculation
is highly likely. Given no architectural distortions, no nipple discharge, size smaller than 1cm, other
shape and medium breast density is plausible”.

We believe that this is a reasonable explanation that could be understandable for physicians,
although clearly not trivial. The explanation shows, which other nodes are important for the
explanation of a node, in this scenario. More speci� cally one can read that the observed
nodesAge(35-49) and NippleDischarge(No) are best explained byAD(No), whereas the observed
nodesSkinRetract(Yes) and Location(UpInQuad) is explained byFibrTissueDev(Yes). One can
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derive, that the observed nodes are not highly dependent. The explanation shows that there
are two di� erent sub-chains of deduction in this scenario. Hence the� rst part shows the
� rst sub-chain of deduction and the second part shows the smaller sub-chainSkinRetract(Yes),
Location(UpInQuad), FibrTissueDev(Yes), Margin(Ill-de� ned) andSpiculation� Yes� . Nevertheless
the last explained nodeBreastDensity(medium) is explained with a subset of nodes from the� rst
sub-chain. This means that breast density can be explained by parts of the� rst chain but does
not belong in it. Being the last node also means, that the node breast density is not as important
for the explanation of this scenario under the given evidence.

5.5 Related Work

In 1988-1999 research was done in explaining BNs, however this research was mainly focusing on
explaining BN models in general, how they were generated and how inferences could be made.
This research has been summarised in Lacave et al. [79]. More recent research, including this
paper, is focusing on the dynamic behavior of BNs, explaining posteriors and certain variables
of interest or in this case, the MPE solution.

Several approaches for combining formal argumentation with Bayesian networks have been
proposed in literature [132, 133, 143, 150]. Their methods are based on building inference rules
from variable-value pairs. The approach of Vreeswijk et al. [143] uses a multi-agent system to
decide if an inference rule supports a logical argument. Williams et al. [150] use argumentation
theory to decide which arguments are justi� ed for a particular patient in order to explain
predictions of the Bayesian network. In Timmer et al. [132] the approach from Williams et al.
is re� ned and in [133] a so called support graph is introduced. This support graph reduces the
number of rules extracted from the BN by only considering variables that are not conditionally
independent, given the variable of interest, i.e., the variables which are in the Markov blanket
of the variable of interest. Furthermore Timmer et al. are not only showing one argument to
explain a variable of interest, but showing arguments derived from di� erent non-blocking paths
in the network (so-called support chains). Therefore the user can decide which argument is best
for explaining the variable of interest. In this paper, we take a di� erent perspective: instead of
explaining a particular marginal probability, we aim to use argumentation to explore scenarios
which are consistent with the evidence.

There are also other approaches for explaining a variable of interest given evidence in
Bayesian networks. Yap et al. [151] introduced a method to explain the variable of interest by
capturing how variable interactions in a BN lead to inferences, independently of the evidence,
just using variables needed to predict the behavior of the variable of interest. Vlek et al. [142]
are providing a text form report for di� erent scenarios, consistent with the evidence, regarding
a case in legal evidence. The report estimates the probability of each chosen scenario being
likely, to present a global perspective on the case. In Kyrimi et al. [77], variables of interest are
not explained by all variables, but only from variables having an signi� cant impact on it. To
achieve this Kyrimi et al. are computing the impact of the evidence, and all variables in the

63



5

Explaining the Most Probable Explanation

Markov blanket of the variable of interest. The motivation of Vlek et al. [142] is similar to ours
because they also explain a scenario. However, Vlek et al. are focusing on one variable of
interest and are searching for the most probable values for the other variables. Our approach
however is focusing on a scenario given the evidence, without highlighting certain variables, to
get an overview over the scenario. This is also the di� erence to Kyrimi et al. [77]: even though
we make use of their methods to prune the explanation, we prune the explanation of a variable
in only one chain of deduction.

5.6 Conclusion

In this chapter we proposed an approach to explain BNs based on scenarios starting with the
MPE. From the MPE further scenarios can be explained to explore the BN. To this end, a
knowledge base representing the dependencies and the strength of dependencies is drawn from
the Bayesian network with an argumentative probability tree. With this tree several desirable
properties are achieved. In particular, the tree structures the order of dependencies to get
a chain of reasoning to build the knowledge base. Through the strength attached to every
dependence, the tree provides the information how likely each dependence is as well. With the
mapping of the argumentative probability tree to natural language, domain experts can argue
with the explanation and explore the BN to get more insights. However the strongest argument
might not be the most useful explanatory argument. In future work, we would like to explore
further methodologies to get useful explanations instead of using probabilistic dependencies.
In addition, we are going to evaluate this approach by comparing it to other frameworks in
di� erent contexts.

In future work, we aim to apply the proposed approach to explain BNs with more complex
and real-world data. Another aspect that we would like to explore further is to exploit the
modularity of this reasoning approach. For example, in follow-up work we would like to see
if we can semantically enrich arguments through linking them with ontologies. Subsequently,
arguments could be linked to further data sources to present even more speci� c information,
relevant for the physician. Another interesting part of further research is the interactive model.
In particular, it is an open question to which extent it is useful that a physician can decide which
of the conclusions and explanations make sense for him or her and change conclusions if they
do not.
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Abstract In the medical domain, the uptake of an AI tool crucially depends on whether clin-
icians are con� dent that they understand the tool. Bayesian networks are popular AI models
in the medical domain, yet, explaining predictions from Bayesian networks to physicians and
patients is non-trivial. Various explanation methods for Bayesian network inference have
appeared in literature, focusing on di� erent aspects of the underlying reasoning. While there
has been a lot of technical research, there is little known about the actual user experience
of such methods. In this chapter, we present results of a study in which four di� erent ex-
planation approaches were evaluated through a survey by questioning a group of human
participants on their perceived understanding in order to gain insights about their user
experience.

6.1 Introduction

Bayesian networks have received a signi� cant amount of interest in AI in the medical domain
in the last 30 years. Part of the interest in BNs in this particular domain lies in the apparent
transparency and interpretability of models [5]. BNs in medicine are often used to automatically
construct models with the most important risk factors and relationships between risk factors.
The goal of this approach is to improve the safety and quality of healthcare support. However,
it has been widely recognised that explaining the inference of Bayesian networks is di� cult as
they do not imitate human reasoning [79], which may hinder their applicability in the medical
domain. It has been shown that especially in the medical domain, explanation methods should
facilitate the understanding of the model [136], which is a crucial factor for the uptake of an AI
tool.

A staggering amount of methods for explaining BNs have been introduced to attend this
problem [18, 77, 133, 142, 143, 150, 151]. This can be taken as an indication that the solution to this
problem is not trivial and raises the question when which method is usable, where di� erences
are, and if the problem has essentially been solved. To answer part of this question, we will
compare di� erent methods that explain BNs directly against the user experience (UX) of human
participants.

Early research (1988-1999) in this topic is focused on the question how to explain BN models
in general, how they where generated, and how inferences could be made as summarised in [79].
More recent work is focusing on the dynamic behaviour of BNs, explaining posteriors and
certain variables of interest to the end user. Some of the latest works published in this topic are
by Vlek et al. [142], Kyrimi and Marsh [77], Timmer et al. [133] and Butz et al. [18], which are
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built on works from [150, 143, 151]. In this chapter we decided to compare [18], [142], [77], [132]
and a plain BN in terms of their user experience.

While these methods are focused on technical aspects on how the result of a Bayesian
network can be enhanced, only a few describe how their methods can be presented to an end
user. One factor of understandability of an explanation is whether the explanation achieves
a speci� c level of causal understanding, which has been namedcausabilityin literature [58].
However, understandability is a complex multi-factorial concept and has to do with other aspects
as well, such as coherence and simplicity of the explanation (see e.g. [98] for an overview), where
actual causal understanding may not always be present.

Instead, in this chapter we investigate if various explanation methods are usable to end users
by measuring whether users indicate to understand the presented information e� ectively and ef-
� ciently, no matter if there is an actual causal understanding or not. Therefore, the aspect of user
experience that our research focuses on is about whether or not the users con� dently express
that they do understand the presented information, which is central to a positive experience
within the realm of methods intending to explain complex data. We measured the experienced
understandability based on expressed factors such as being able to come to a conclusion with
or without doubts, perceived confusion, and insights gained through a method compared to the
other methods. Then, we compared and analysed the measured user experience to gain insight
into the usability of selected explanation methods in addition to the usability of the BN itself.

Not only developing new explanation methods for BNs but also testing them with users
means that a crossover between XAI and UX is needed. However, we couldn't� nd any studies
with concrete results in that topic. Our study aims to contribute to the� ndings on important
elements for successful explanation methods for BNs from a user perspective, with the goal of
providing valuable insights into the subject.

This chapter is structured as follows,� rstly we show what has been done in research towards
explainable BNs in Section 6.2. Section 6.3 explains the principles of the applied method.
We brie� y introduce the explanation methods in Section 6.4 and show their outcome on a
uni� ed BN. Section 6.5 evaluates the results and the conclusion of our� ndings can be found in
Section 6.6.

6.2 Related Work

There is a large amount of research on explaining machine learning models in general. Popular
methods include methods that try to explain a model as a whole (e.g. [149]), local methods that
explain predictions or relevance of features, for example, by making use of Shapley values [129].
Natural language generation of such explanations has been explored as well [1]. Classi� ers can
be explained by using counterfactuals, as discussed in Wachter's [145] work. Furthermore there
are methods that focus on explaining more speci� c probabilistic methods, for example to explain
naive Bayes classi� ers [86]. Finally, some methods focus on speci� c types of explanations, for
example, contrastive explanations for Bayesian networks [68]. For a general overview we refer
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to [100].
We chose to compare the methods of Vlek et al. [142], Timmer et al. [132], Kyrimi and

Marsh [77] and Butz et al. [18], because all these methods have been speci� cally designed for
(general) Bayesian networks, while at the same time they have a di� erent focus on how they
explain a BN. Furthermore they are methodologically di� erent, which suggests more distinct
results in the study. In Timmer et al. [133] a so-called support graph is introduced. This support
graph reduces the amount of rules extracted from the BN by only considering variables that
are not conditionally independent of the variable of interest, i.e., the variables which are in the
Markov blanket (see Chapter 2) of the variable of interest. Furthermore, Timmer et al. [132]
are not only showing one argument to explain a variable of interest, but are also showing
arguments derived from di� erent non-blocking paths in the network (so-calledsupport chains).
Therefore the user can decide which argument is best for explaining the variable of interest.
Regarding a case in the judicial domain, Vlek et al. [142] are providing a textual report for
di� erent scenarios, consistent with the evidence. The report estimates the probability of each
chosen scenario being likely, to present a global perspective on the case. In the work by Kyrimi
and Marsh [77], variables of interest are not explained by all variables, but only from variables
having an signi� cant impact on it. To achieve this, the method takes into account the impact
of the evidence, and of all variables in the Markov blanket of the variable of interest. We will
elaborate more in Section 6.4 on the selected methods.

6.3 Methodology

This section describes the setup of our research, the survey and how we designed it and the
methodology we chose to evaluate it. Firstly, a set of comparable BN explanation methods was
chosen. The survey to compare the user experience of the explanation methods was designed.
For the analysis of the data, a qualitative content analysis [70, 35] was conducted and further
described in Section 6.3.3.

The question we are trying to answer in this research is how usable the di� erent explana-
tion methods for BNs are. Therefore, we test the di� erent explanation methods against human
interpretability and user experience. For this we need a structured approach to capture how or
what can or cannot be understood in the di� erent methods. The following issues arose: the ac-
cessibility of potential participants with medical knowledge is low and due to the circumstances
of the pandemic during the period of study the availability of medical professionals had become
even more di� cult. In addition, we needed a method to access people remotely, meaning mostly
online usable methods applied. Based on this, we chose to conduct online surveys and remote
interviews. These methods usually have a low engagement rate, meaning we were facing not
only the issue of� nding an appropriately random set of medical professionals but to engage
them in remote surveys or interviews as well. However, BNs are used in a high variety of do-
mains and an explanation method should not be limited to one data set or one area of data
sets.
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Based on these complications, the decision was made to open the data set to a topic
understandable by anyone who is willing to engage in the research to combat the issue of
� nding participants. The second issue that needed addressing was that not only participants
had to be found, but to keep people interested enough to not only start, but to complete an
online survey. Explanation methods of BNs are highly theoretical and can feel very daunting
especially to non-familiar people. Therefore, we chose to gamify the survey experience to keep
the engagement up.

Being one of the� rst studies investigating user experience focusing on the perceived under-
standability of explanation methods for Bayesian networks creates an opportunity to evaluate
the general basics of perceived understandability. In addition, indications of important factors
for e� ective explanation methods of Bayesian networks within a medical context can be derived.

In Section 6.4, we are explaining all methods that were used one by one. Furthermore,
we explain each explanation method brie� y and how the chosen murder case is represented
with that method. These were the examples the participants were presented in the survey or
interview. After that, the analysis method is explained.

6.3.1 Survey Design and Mixed Method Approach

The integration and usage of explanation methods for BNs in the medical domain is heavily
dependent on whether or not these methods are understandable by its users. Investigating
potential survey approaches we found that there are issues with focusing on a highly specialised
medical context. One issue is the availability of medical professionals (especially given the
context of the pandemic) and another one is the need for methods bridging the knowledge
gap between medical professionals and the general public. There are a few settings in which
it is necessary to explain complex (medical) information to the general public, e.g., in patient
settings. This led us to redesign the content (presented information) of the used XAI methods
to represent a non-medical data set.

Based on that, a mixed methods (qualitative and quantitative) approach [31, 50] was eval-
uated for a the survey structure, as we require qualitative (e.g. opinions, questions, thoughts,
and misunderstandings) as well as quantitative data (demographics to understand the partici-
pants' background and what kind of bias might occur, as well as a quantitative and therefore
comparable scale to represent the participants' level of comfort of understanding of the di� erent
models).

After that, the survey was designed such that participants are presented with di� erent ex-
planation methods of the same base BN including the base BN itself disguised as an explanation
method. Questions in the survey ask the participants about their perceived understanding, feel-
ings, what they could or could not understand in more detail and what information seems to
be missing from a their point of view. The intention was to have a direct comparison of dif-
ferent methods from the same individuals, as it was communicated to the participants as well,
highlighting di� erent views and misunderstandings from each individual.
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An interview guideline and an online version of the interview in a survey format were
created. The interview and survey feature the same set of questions and both methods are
based on open-ended answer possibilities in addition to a few scale-based and multiple choice
questions.

For all presented explanation methods in the survey, the BN from Vlek et al. [142] has been
used as a basis to have a comparable set of explanations. This means that the same data was
presented using the di� erent explanation methods. During the design of the� nal representations
of each method, we found that in some cases, creating such examples is not straightforward.
Some of the explanation methods feature technical terminology of its own and therefore are not
generally understandable without further explanation. One example for this can be found in
the method by Kyrimi and Marsh [77], as the� nal representation features a certain structure
of `levels', however the potential reader of the results does not know what that means. This
means that some methods generate another structure that is in need of explanation. To be able
to include these methods in the comparison, we included a base set of explanations on how to
read and understand certain parts of the representation, e.g. `levels' [77] and the indicator called
`in� nite' [133].

The survey was structured as follows. Firstly we asked the participants to� ll out the
demographics section of the survey. After that the explanation methods were presented and the
participant was asked to make sense of them based on the information shown. How the methods
where presented to the participants is explained in the next section.

6.3.2 Survey Gami� cation

After the � rst section about the demographics in the survey, the gami� ed part about the expla-
nation methods begins. Gami� cation was introduced due to multiple reasons. As mentioned
before, this research aims to improve the use of explanation methods for BNs in the medical
domain, however, an approach was needed to broaden the range of possible participants. That
means, participants without medical knowledge should be able to understand the BN's content.
To achieve this, we designed the survey around a BN about a generalised murder case. Another
reason why the survey was designed using a gami� ed approach is to ease the cognitive load on
the participants.

Brie� y explained, gami� cation is de� ned as the use of game design elements used in non-
game context [32]. There are many game design elements that could be used, but in this survey,
we chose the elements of storytelling as well as contextualised (to the story) visualisations:`You
are the leading detective in a potential murder case about the death of Mark. The following was
observed: Two people were on the scene, Jane and Mark. Jane testi� ed that she had a knife, Mark's
dead body was found and Mark's body had stab wounds. '

The participant takes on the role of the main detective and has to come to a conclusion
about the presented scene. For that, the detective assistants hand the detective several note
sheets. The notes are written in the di� erent formats of the explanation methods:`Your team
compiled the facts into di� erent scenarios with di� erent representations, each highlighting di� erent
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